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The business of offensive cyber operations, intelligence gathering, and 
hacking for law enforcement purposes increasingly requires the military, 
the intelligence community, and law enforcement to exploit networks, 
hardware, and software owned or produced by American companies and 
used by American citizens. When U.S. government agencies fail to disclose 
zero-day vulnerabilities (presumably to exploit), the information security 
of innocent Americans may be put at risk. Moreover, when a vulnerability 
is found “in the wild,” perhaps already exploited by hackers, the private 
sector, not the U.S. government, is left to “clean up the mess”—that is, to 
patch the vulnerability in a reactive emergency response framed to protect 
the information security of innocent users. This Article argues for the 
recognition of an ethical imperative for the existence of a U.S. government 
interagency vulnerability equities process (VEP), through which offensive 
equities are weighed against potential harms caused by delayed disclosure 
or non-disclosure of zero-day vulnerabilities to vendors that could, in turn, 
develop and distribute patches for those vulnerabilities to protect the 
relevant products and services from exploitation. This Article also explains 
how version three the Common Vulnerability Scoring System (CVSS) can 
provide a base metric for assessing the severity of vulnerabilities, thus 
aiding risk-focused VEP decision-making and providing greater 
transparency into the VEP decision-making process.  
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The Ethical Imperative for a Vulnerability Equities 
Process and How the Common Vulnerability Scoring 

System Can Aid that Process 

STEPHANIE K. PELL* & LTC JAMES FINOCCHIARO** 

INTRODUCTION 

In April 2014, security engineers at Codenomicon and Google Security 
disclosed the existence of a bug they found in the popular OpenSSL 
cryptography software library.1 They discovered that a hacker could 
exploit the vulnerability to steal information normally protected by the 
Transport Layer Security (TLS) protocol, which is used to secure 
communications over the Internet such as web browsing, email, instant 
messaging (IM), and some virtual private networks (VPNs).2 More 
specifically, the bug allows “anyone on the Internet to read [small portions 
of] the memory of systems protected by the vulnerable versions of 
OpenSSL’s implementation of the TLS protocol,” thereby creating a 
workaround to the security created by secret keys used to encrypt traffic, 
usernames, and passwords, as well as the content of both client-to-server 
and server-to-client communications.3 Simply put, an attacker can 
eavesdrop on communications and get access to online bank account and 
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1 The Heartbleed Bug, CODENOMICON, http://heartbleed.com/ [https://perma.cc/XG3E-M8NF] 
(last visited Mar. 6, 2017); Swati Khandelwal, How Heartbleed Bug Exposes Your Passwords to 
Hackers, HACKER NEWS (Apr. 10, 2014), http://thehackernews.com/2014/04/how-heartbleed-bug-
exposes-your.html [https://perma.cc/YS69-SKDQ]. OpenSSL is an open source project that enables 
encryption for network protocols. These encryption protocols protect the confidentially of user data by 
encrypting data-in-motion as it travels over the Internet between the server and the client. This 
encryption does not protect data stored on the server (i.e., data-at-rest). See Standards, OPENSSL, 
https://www.openssl.org/docs/standards.html [https://perma.cc/6GHX-LD4Y] (listing OpenSSL’s 
implemented encryption standards). 

2 The Heartbleed Bug, supra note 1.  
3 See Computerphile, Heartbleed, Running the Code – Computerphile, YOUTUBE (Apr. 18, 2014), 

https://www.youtube.com/watch?v=1dOCHwf8zVQ [https://perma.cc/JY87-H7RV] (discussing the 
code that exploits the Heartbleed bug and demonstrating how it works).  
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credit card numbers, as well as usernames and passwords.4 
Though not readily deployed against a specific pre-identified target, 

the vulnerability, when exploited, enables a hacker to obtain random 
segments of memory from a server’s communications and use this 
information to impersonate unlucky users whose credentials reside within 
the server’s memory.5 After obtaining such credentials, an attacker can log 
on to the system and impersonate the legitimate user. Moreover, during the 
entire course of exploitation of a vulnerable system, the hacker remains 
anonymous because the process of obtaining credentials and accessing the 
system occurs without setting off any intrusion detection or prevention 
systems.6  

Named the “Heartbleed Bug,”7 the vulnerability is classified as a 
“buffer over-read” because it allows attackers to access data not intended 
for viewing—in this case, data secured from private encryption key(s) for 
an SSL/TLS security certificate—by overrunning a server buffer’s 
boundary8 and reading protected information in adjacent memory.9 One 
journalist described Heartbleed as arguably having the capacity to “break 

                                                                                                                          
4 Khandelwal, supra note 1. 
5 See The Heartbleed Bug, supra note 1.  
6 Computerphile, supra note 3. 
7 The bug was named and given a corresponding logo by Codenomicon. See John Biggs, 

Heartbleed, the First Security Bug with a Cool Logo, TECHCRUNCH (Apr. 9, 2014), 
https://techcrunch.com/2014/04/09/heartbleed-the-first-consumer-grade-exploit/ 
[https://perma.cc/SAH7-UCQX] (calling Heartbleed one of the first “branded” computer bugs). The 
vulnerability exists in the implementation of the OpenSSL heartbeat function. See R. SEGGELMANN ET 
AL., INTERNET ENGINEERING TASK FORCE (IETF), REQUEST FOR COMMENTS (RFC): 6520, 
TRANSPORT LAWYER SECURITY (TLS) AND DATAGRAM TRANSPORT LAYER SECURITY (DTLS) 
HEARTBEAT EXTENSION 1–3 (Feb. 2012), https://tools.ietf.org/pdf/rfc6520.pdf [https://perma.cc/P2J6-
63E7] (describing the Heartbeat Extension). It exposes random portions of memory from the client-
server communications. Data from the memory, including secure traffic, may be released to an attacker 
exploiting the vulnerability, all without leaving a trace, as the heartbeat function is not a logged event. 
See The Heartbleed Bug, supra note 1 (“Exploitation of this bug does not leave any trace of anything 
abnormal happening to the logs.”). 

8 See CWE-126: Buffer Over-read, COMMON WEAKNESS ENUMERATION (Jan. 18, 2017), 
https://cwe.mitre.org/data/definitions/126.html [https://perma.cc/8BB4-MSZG] (“[The] ‘Heartbleed’ 
bug . . . enabl[es] an out-of-bounds read (CWE-126), returning memory that could include private 
cryptographic keys and other sensitive data.”). A buffer is a part of memory that is used to store 
temporary data. A buffer boundary is the last reserved segment of memory where the data should be 
written. When the data writes in segments of memory beyond the intended buffer, you have the 
condition known as “buffer overflow,” which can result in data errors, program, or computer crashes, 
or a breach of computer security, to include access to elevated permissions. See Satyam Pujari, Buffer 
Overflow Part 1—The Basics, SYMANTEC (Aug. 27, 2009), 
https://www.symantec.com/connect/articles/buffer-overflow-part-1-basics [https://perma.cc/2LRA-
3MGY] (“Simply speaking, a buffer overflow is a condition in a program whereby a function attempts 
to copy more data into a buffer than it can hold.”).  

9 Common Vulnerabilities & Exposures, MITRE (Dec. 3, 2013), https://cve.mitre.org/cgi-
bin/cvename.cgi?name=cve-2014-0160 [https://perma.cc/RV25-HUSN]. CVE-2014-0160 is the 
common identifier for the Heartbleed bug. The Heartbleed Bug, supra note 1.  
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the Internet,”10 insofar as it threatens to undermine the trust users place in 
all Internet-based interactions, communications, and transactions. Simply 
put, sensitive information that a user reasonably believes is protected can 
be broadcast to any number of actors outside of the intended circle of 
recipients. Moreover, anyone who uses the services of the vulnerable 
server places his or her data at risk. One researcher who scanned the 
Internet following public disclosure found that “more than 600,000 servers 
[were] vulnerable to [the] [H]eartbleed flaw, including Yahoo.com, 
imgur.com, flickr.com, [and] hidemyass.com.”11 Finally, when first 
discovered, it was difficult to detect if a Heartbleed exploitation has 
actually occurred because the bug does not leave any abnormal trace in 
relevant logs.12 Indeed, when the OpenSSL project released the Heartbleed 
patch, it stated that it did not know whether the vulnerability had been 
“abused in the wild.”13 

Heartbleed actually derives from a coding mistake accidently 
“introduced” into SSL/TLS encryption software on New Year’s Eve in 
2011.14 But since the vulnerability was not discovered, disclosed, and 
ultimately patched until 2014,15 questions have been raised about whether 
the U.S. government, and specifically the National Security Agency 
(NSA), knew about and presumably exploited Heartbleed prior to its public 
disclosure.16 In a tweet sent out in April 2014, the NSA denied knowledge 
of Heartbleed prior to the public disclosure.17 Following this comment, the 
White House Cybersecurity Policy Coordinator, Michael Daniel, wrote a 
blog post confirming the NSA’s unusual public statement, but also 
acknowledging that the existence of Heartbleed “re-ignited debate about 
whether the federal government should ever withhold knowledge of a 

                                                                                                                          
10 See Robert McMillan, How Heartbleed Broke the Internet—And Why It Can Happen Again, 

WIRED (Apr. 11, 2014, 6:30 AM), https://www.wired.com/2014/04/heartbleedslesson/ 
[https://perma.cc/8BFJ-S7CC] (“Heartbleed has shown—so very clearly—that we must add more 
oversight to the internet’s underlying infrastructure.”).  

11 Khandelwal, supra note 1.  
12 The Heartbleed Bug, supra note 1.   
13 Id.  
14 McMillan, supra note 10.  
15 The Heartbleed Bug, supra note 1.  
16 See Michael Riley, NSA Said to Have Used Heartbleed Bug, Exposing Consumers, 

BLOOMBERG (Apr. 12, 2014, 12:00 AM), https://www.bloomberg.com/news/articles/2014-04-11/nsa-
said-to-have-used-heartbleed-bug-exposing-consumers [https://perma.cc/2LL6-Q78J] (“Heartbleed 
became a basic part of the [NSA’s] toolkit for stealing account passwords and other common tasks.”); 
Karis Hustad, Did the NSA Know About Heartbleed All Along?, CHRISTIAN SCI. MONITOR (Apr. 14, 
2014), http://www.csmonitor.com/Technology/2014/0414/Did-the-NSA-know-about-Heartbleed-all-
along [https://perma.cc/7MCQ-2PP8] (“The Heartbleed bug raised suspicions that the NSA likely knew 
about Heartbleed, and didn’t do anything about the security threat, in order to add the flaw to its arsenal 
of spying tools.”). 

17 See Michael Daniel, Heartbleed: Understanding When We Disclose Cyber Vulnerabilities, 
WHITE HOUSE BLOG (Apr. 28, 2014, 3:00 PM), https://www.whitehouse.gov/blog/2014/04/28 
/heartbleed-understanding-when-we-disclose-cyber-vulnerabilities [https://perma.cc/J3SH-QZGB]. 
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computer vulnerability from the public.”18 Daniel went on to explain that: 
(1) there are “legitimate pros and cons to the decision to disclose;” and (2) 
“trade-offs between prompt disclosure and withholding knowledge of some 
vulnerabilities for a limited time can have significant consequences.”19 
While recognizing that “[b]uilding up a huge stockpile of undisclosed 
vulnerabilities” such that the Internet and the American people are left 
“vulnerable” and “unprotected” is not in the United States’ “security 
interest,” he also asserted that this position is “not the same as arguing that 
we should completely forgo this tool as a way to conduct intelligence 
collection, and better protect our country in the long-run.”20 Daniel then 
made reference to a “disciplined, rigorous and high-level decision-making 
process for [government] vulnerability disclosure.”21 

Known more commonly as the “Vulnerability Equities Process” 
(VEP), this interagency process was established for the purpose of 
grappling with challenging dilemmas: when a government agency 
discovers or purchases “zero-day” vulnerabilities, should it disclose them 
to relevant entities so that they can be patched, or should it retain them in 
continued secrecy to assist intelligence or law enforcement agencies with 
their lawful missions?22 For purposes of this discussion, a zero-day 
vulnerability is a vulnerability in software or hardware that is unknown to 
the vendor responsible for the software or hardware and consequently 
unpatched, thus leaving the vulnerability open to potential exploitation by 
hackers.23 A zero-day exploit is code specifically designed to exploit such 
a zero-day vulnerability.24 Such an exploit can be used to gain information 
to access a computer, mobile device, or network.  
                                                                                                                          

18 Id. 
19 Id.  
20 Id. 
21 Id.  
22 Ari Schwartz & Rob Knake, Government’s Role in Vulnerability Disclosure: Creating a 

Permanent and Accountable Vulnerability Equities Process 1 (The Cyber Security Project, Belfer Ctr. 
for Sci. & Int’l Affairs, Discussion Paper No. 2016-04, 2016), http://www.belfercenter.org/sites/default 
/files/files/publication/Vulnerability%20Disclosure%20Web-Final4.pdf [https://perma.cc/8M33-
8CYS].  

23 Security News: What Is a Zero-Day Vulnerability?, PC TOOLS, 
http://www.pctools.com/security-news/zero-day-vulnerability/ [https://perma.cc/2GYW-8XDW] (last 
visited Mar. 1, 2017). 

24 See What Is a Zero-Day Exploit?, FIREEYE, https://www.fireeye.com/current-threats/what-is-a-
zero-day-exploit.html [https://perma.cc/UC34-CWEH] (last visited Mar. 1, 2017) (providing a 
breakdown of the exploit process); see also LILLIAN ABLON & ANDY BOGART, RAND, ZERO DAYS, 
THOUSANDS OF NIGHTS: THE LIFE AND TIMES OF ZERO-DAY VULNERABILITIES AND THEIR EXPLOITS 
iii (2017), http://www.rand.org/pubs/research_reports/RR1751.html [https://perma.cc/RJD3-PPQU] 
(“Zero-day vulnerabilities are vulnerabilities for which no patch or x has been publicly released. The 
term zero-day refers to the number of days a software vendor has known about the vulnerability. Zero-
day vulnerabilities and their exploits are useful in cyber operations—whether by criminals, militaries, 
or governments—as well as in defensive (e.g., penetration testing) and academic settings.” (internal 
citation omitted)). 



 

2017] THE ETHICAL IMPERATIVE FOR A VULNERABILITY EQUITIES PROCESS 1555 

When discussing the VEP in his original blog post, Coordinator Daniel 
indicated that, while there are no hard-and-fast rules governing when to 
keep or disclose a vulnerability, certain basic questions and considerations 
should inform the decision to allow or forbid an agency temporarily to 
withhold knowledge of that vulnerability.25 These questions include: 

 How much is the vulnerable system used in the core internet 
infrastructure, in other critical infrastructure systems, in the 
U.S. economy, and/or in national security systems? 

 Does the vulnerability, if left unpatched, impose significant 
risk? 

 How much harm could an adversary nation or criminal group 
do with knowledge of this vulnerability? 

 How likely is it that we would know if someone else was 
exploiting the vulnerability? 

 How badly do we need the intelligence we think we can get 
from exploiting the vulnerability? 

 Are there other ways we can get the intelligence? 

 Could we utilize the vulnerability for a short period of time 
before we disclose it? 

 How likely is it that someone else will discover the 
vulnerability? 

 Can the vulnerability be patched or otherwise mitigated?26 
Beyond these broad considerations, which we will return to later in this 

Article, Daniel did not provide more detail about how these equities are to 
be weighed relative to each other or precisely how decisions should 
ultimately be made. But his public acknowledgement that the government 
discovers, purchases, and uses zero-day vulnerabilities and exploits, along 
with his very high-level description of the VEP, sparked a series of debates 
and discussions about the VEP, including: (1) how it should be improved; 
(2) how more transparency could be achieved without harming government 
sources and methods; and, from some strident critics,27 (3) whether it 
should even exist. As noted by Ari Schwartz, former Special Assistant to 
the President and Senior Director for Cybersecurity Policy at the National 
Security Council, the lack of any executive order or statute establishing the 
VEP means there is no legal requirement that such a process should exist 

                                                                                                                          
25 Daniel, supra note 17.  
26 Id. 
27 See infra Section II. 
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or persist.28 Indeed, as of January 20, 2017, if the new Administration does 
not want to continue the VEP, it need only choose not to convene a VEP 
meeting.29  

Given the possibility that the current VEP may just “fade away,” it is 
worth inquiring, at this juncture, whether the current VEP or some other 
kind of VEP should exist. This broad question evokes a series of more 
specific inquiries, including: (1) What facts and circumstances argue for 
the necessity of a VEP process?; (2) Can a VEP accommodate the real 
operational needs of Cyber Command, the NSA, and the FBI, all while 
providing needed transparency to the public?; and (3) How, for purposes of 
regulating a workable vulnerability equities process, can policy makers 
begin to assess and balance the risks such vulnerabilities present to 
information security against the offensive tactical and strategic value of 
retaining their secrecy? 

As an attorney who has served as a federal prosecutor and 
congressional staff counsel, and a licensed computer engineer and military 
officer who was a National Mission Team Leader30 at Cyber Command31 
and a former member of the NSA’s Office of Tailored Access Operations 
(TAO),32 we begin with the overarching thesis that the need for some form 
of vulnerabilities equities process is, first and foremost, an ethical 
imperative. The business of offensive cyber operations, intelligence 
gathering, and hacking for law enforcement purposes increasingly requires 
the military, the intelligence community, and law enforcement to exploit 
networks, hardware, and software that are owned or produced by American 
companies.33 When U.S. government agencies delay or fail to disclose 
                                                                                                                          

28 Ari Schwartz, Managing Dir. of Cybersecurity Servs., Venable LLP, Commentary at the 
Stanford Center for Internet and Society Event: Government Hacking: Vulnerabilities Equities Process 
(Nov. 16, 2016), http://cyberlaw.stanford.edu/events/government-hacking-vulnerabilities-equities-
process [https://perma.cc/72EZ-PGQN] (discussing the lack of process at the thirteen-minute mark). 

29 Id.  
30 A National Mission Team “[d]efend[s] the United States and its interests against cyberattacks 

of significant consequence.” The Department of Defense Cyber Strategy, U.S. DEP’T OF DEF., 
https://www.defense.gov/News/Special-Reports/0415_Cyber-Strategy [https://perma.cc/DKC9-7GMV] 
(last visited Feb. 21, 2017). 

31 See U.S. Cyber Command (“USCYBERCOM”), U.S. STRATEGIC COMMAND, 
http://www.stratcom.mil/Media/Factsheets/Factsheet-View/Article/960492/us-cyber-command-
uscybercom/ [https://perma.cc/5CJR-BHGZ] (last visited Feb. 21, 2017) (“USCYBERCOM plans, 
coordinates, integrates, synchronizes and conducts activities to: direct the operations and defense of 
specified Department of Defense information networks and; prepare to, and when directed, conduct full 
spectrum military cyberspace operations in order to enable actions in all domains, ensure US/Allied 
freedom of action in cyberspace and deny the same to our adversaries.”). 

32 Tailored Access Operations (TAO) is described by Rob Joyce, a former head of TAO, as “the 
government’s top hacking team who are responsible for breaking into the systems of its foreign 
adversaries.” Kim Zetter, NSA Hacker Chief Explains How to Keep Him Out of Your System, WIRED 
(Jan. 28, 2016, 9:23 AM), https://www.wired.com/2016/01/nsa-hacker-chief-explains-how-to-keep-
him-out-of-your-system/ [https://perma.cc/7BDT-3AHW]. 

33 See infra Section I. 
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zero-day vulnerabilities (presumably to exploit or continue exploiting such 
vulnerabilities), the information security of innocent Americans may be put 
at risk.34 The degree and kind of risk exposure varies, depending upon, 
among other things, the severity of the vulnerability, its reach, density, and 
the sensitivity of the data it could expose if exploited.35 Moreover, when 
the vulnerability is found “in the wild,” perhaps already exploited by 
hackers, the private sector, not the U.S. government, is left to “clean up the 
mess”—that is, to patch the vulnerability in a reactive emergency response 
framed to protect the information security of innocent users.36 In addition 
to exposing innocent consumers to harm, a company’s inability to manage 
such an emergency could lead to a loss in public trust and consequent 
reputational damage that could affect a company’s market share. Or, as in 
the case of the Heartbleed, the more discrete harms visited upon consumers 
and commercial entities could produce the more general, potentially more 
destructive harm of undermining the essential quotient of trust users place 
in the Internet as a whole. Such risks of delayed or non-disclosure of zero-
day vulnerabilities cannot, from an ethical perspective, be ignored by our 
government as it undertakes the business of exploiting zero-day 
vulnerabilities for offensive purposes. Accordingly, the risks of non-
disclosure to American consumers and U.S. businesses establish an ethical 
imperative for the creation of some kind of meaningful process through 
which to evaluate and balance the relative risks of disclosure, non-
disclosure, and delayed disclosure of zero-day vulnerabilities. 

In making this argument, we do not intend to minimize the challenges 
and exigencies inherent in conducting offensive cyber operations,37 signals 
intelligence (SIGINT),38 or hacking for law enforcement purposes. Indeed, 
given our respective backgrounds, we approach this discussion with an 
appreciation for the value of SIGINT, along with an understanding of some 
of the challenges faced by the military, the intelligence community, and 
law enforcement in carrying out aspects of their missions relevant to this 
discussion. While it is beyond the scope of this Article to offer a step-by-

                                                                                                                          
34 See infra Section II and III. 
35 See infra Section II. 
36 See infra Section III. 
37 See JOINT CHIEFS OF STAFF ET AL., CYBERSPACE OPERATIONS vii (2013), 

http://www.dtic.mil/doctrine/new_pubs/jp3_12R.pdf [https://perma.cc/3HR6-7B5N] (defining 
Offensive Cyberspace Operations (OCO) as cyber operations that are “intended to project power by the 
application of force in and through cyberspace”). 

38 See Frequently Asked Questions: Signals Intelligence (SIGINT), NAT’L SEC. AGENCY, 
https://www.nsa.gov/about/faqs/sigint-faqs.shtml [https://perma.cc/K49K-RUNU] (last visited Feb. 21, 
2017) (“SIGINT involves collecting foreign intelligence from communications and information 
systems and providing it to customers across the U.S. government, such as senior civilian and military 
officials. They then use the information to help protect our troops, support our allies, fight terrorism, 
combat international crime and narcotics, support diplomatic negotiations, and advance many other 
important national objectives.”). 
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step process, detailed framework, or comprehensive set of questions for a 
VEP that would take into account every concern of all stakeholders in the 
public and private sector—indeed we do not even know such details about 
the current VEP process and whether the current process effectively and 
appropriately balances the equities of all relevant stakeholders—we would 
note that, in any kind of regulatory process, stakeholders rarely, if ever, get 
everything they want. That said, a significant overarching goal of any 
workable VEP should be to provide meaningful government accountability 
and transparency without unduly burdening legitimate offensive operations 
and lawful investigations. A VEP is not, however, the cornerstone of a far-
reaching cybersecurity strategy for the government or private sector. It is 
also not a replacement for private bug-bounty programs or other kinds of 
internal vulnerability discovery or management mechanisms and processes. 

One effort essential to a “workable” VEP is to design a process with a 
narrowly focused objective—that is, one that will evaluate the risks of 
delayed or non-disclosure of the vulnerability and weigh them against an 
agency’s need to exploit the vulnerability. While this evaluation may often 
involve a complex, nuanced analysis, decision-makers should be able to 
rely on some baseline metrics to assist them in understanding the potential 
impact on information security when a zero-day vulnerability is exploited 
rather than disclosed. Not all vulnerabilities are the same. Accordingly, we 
will discuss one standardized scoring system, the Common Vulnerability 
Scoring System (CVSS),39 to illustrate how objective, standardized criteria 
could assist in the analysis of the risks of non-disclosure. We will also 
analyze two examples of vulnerabilities found “in the wild,” in an effort to 
help policy makers understand the potential severity of such vulnerabilities 
were they to be exploited by malevolent actors. We note that our 
discussion of a particular vulnerability scoring system40 is only the 
beginning of a risk assessment; it does not take into account other factors 
such as prevalence, density, and sensitivity of the vulnerability, which, at a 
minimum, should also be a part of the risk-based analysis informing the 
decision about whether to prevent or delay the disclosure of any particular 
vulnerability. Moreover, we acknowledge that the scoring system we 
discuss, which addresses the severity of vulnerabilities, may not 
necessarily reflect the full analysis that an individual company may use to 
assess the severity of a particular vulnerability in relation to how that 
vulnerability could impact that particular company. We also acknowledge 
that, in the real world, such scores can become moving targets should 
additional information come to light that suggests the original analysis of 
the vulnerability was incorrect, thereby rendering the score derived from it 

                                                                                                                          
39 See infra Section II.  
40 Id. 
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invalid.  
In this Article, however, we will endeavor to refocus some of the 

discussion about VEP reform upon risk-based analysis that provides more 
transparency into VEP decision-making and, in the process, we shall assert 
an ethical imperative for such a VEP. The response to the ethical 
imperative we describe above should be framed in terms of the competing 
considerations of: (1) offense (the penetration of systems and networks for 
a range of purposes, including both intelligence collection and criminal 
investigations); and (2) defense (the protection of our own systems, 
networks, and information). These competing interests must be balanced 
using a process driven by, among other things, transparency and 
government accountability concerning decisions addressing the necessity 
for delayed or non-disclosure of zero-day vulnerabilities. As referenced in 
a recent bipartisan Congressional Report on Encryption, Congress seems 
poised to address government vulnerability disclosure and a vulnerability 
equities process.41   

In Section I of this Article, we discuss how government vulnerability 
disclosure is part of a larger debate on how to address the challenges law 
enforcement faces from various kinds of encryption and anonymization 
technologies, give further background on the VEP as represented in public 
sources prior to January 20, 2017, and summarize some of the arguments 
made against a VEP (or at least what we understand to be the pre-January 
20 VEP). In Section II, we engage in the technical discussion referenced 
above. In Section III, we take up the ethical imperative for a VEP. The 
Article closes with a brief conclusion. 

I. BACKGROUND AND CURRENT POLICY DISCUSSIONS SURROUNDING THE 
VEP 

The evolution of the “Going Dark” debate has led, inevitably, to a 
discussion about law enforcement hacking.42 The Going Dark debate 
                                                                                                                          

41 See HOUSE JUDICIARY COMM. & HOUSE ENERGY & COMMERCE COMM., ENCRYPTION 
WORKING GROUP YEAR-END REPORT 11 (2016) [hereinafter ENCRYPTION WORKING GROUP] (posing 
the following questions: “Should a law enforcement agency disclose vulnerabilities leveraged in legal 
hacking to the affected companies, and if so, when? Is the current Administration’s Vulnerabilities 
Equities Process—the ad hoc process through which the federal government currently determines 
whether or not to disclose vulnerabilities already in its possession—adequate? Should Congress 
provide guidance or authorize some formal structure for the process? How do the challenges faced by 
the law enforcement community differ from those of the intelligence community, and how are the 
different equities of different agencies balanced in the Vulnerabilities Equities Process?”). In addition, 
it appears that at least two senators are working on a bill to codify the VEP into law. Chris Bing, 
Senators Draft Bill to Turn Government’s Vulnerabilities Equities Process Into Law, CYBERSCOOP 
(March 22, 2017) https://www.cyberscoop.com/senators-draft-bill-to-codify-governments-
vulnerabilities/ [https://perma.cc/2NEH-KBB3]. 

42 See generally Steven M. Bellovin et al., Lawful Hacking: Using Existing Vulnerabilities for 
Wiretapping on the Internet, 12 NW. J. TECH. & INTELL. PROP. 1 (2014) (arguing that the government 

 



 

1560 CONNECTICUT LAW REVIEW [Vol. 49:1549 

concerns how society and the technology industry should address the 
challenges law enforcement faces due to the increasing use of encryption, 
which, in protecting the security of user data vis-à-vis the world in general, 
also renders it inaccessible to law enforcement by preventing 
communication service providers and mobile device manufacturers from 
accessing that data, thus rendering them unable to provide it to law 
enforcement, even in response to a valid warrant.43 Going Dark challenges 
also include the use of anonymization technologies which, by masking a 
user’s location, generally mask his or her identity, as well.44 Law 
enforcement “hacking”—that is, law enforcement’s exploitation of 
vulnerabilities to circumvent encryption and deliver malware to computers 
and mobile devices in order to obtain data before it is encrypted or after it 
is decrypted, or to “unmask” a user’s location—is one proposed solution to 
mitigate these challenges.45 In a recent high-profile investigation known as 
the Playpen operation, for example, the FBI obtained court approval to 
deploy malware to exploit a vulnerability in a web browser that allowed 
law enforcement to identify the IP addresses of individuals who used Tor 
anonymization technology to visit a child pornography website on the dark 
web.46 Moreover, when the FBI could not unlock an iPhone used by one of 
the San Bernardino terrorists and Apple would not agree to write and sign 
a new iOS operating system in order to defeat the phone’s security 
features, the FBI ultimately hired a third party to break into the phone by 
exploiting a vulnerability unknown to Apple.47 

These investigations are just two examples of how law enforcement is 
                                                                                                                          
should use existing vulnerabilities in end-user software and platforms to hack target devices in order to 
counter law enforcement “Going Dark” challenges). 

43 See Stephanie K. Pell, You Can’t Always Get What You Want: How Will Law Enforcement Get 
What It Needs in a Post-CALEA, Cybersecurity-Centric Encryption Era, 17 N.C. J.L. & TECH. 599, 
604 07 (2016).  

44 See Tor: Overview, TOR, https://www.torproject.org/about/overview.html.en 
[https://perma.cc/6WNP-XZKS] (last visited Feb. 21, 2017) (“Tor helps to reduce the risks of both 
simple and sophisticated traffic analysis by distributing your transactions over several places on the 
Internet, so no single point can link you to your destination.”). 

45 See generally Bellovin et al., supra note 42 (discussing law enforcement’s legal hacking as an 
alternative method for addressing law enforcement’s need to access communications). 

46 See Susan Hennessey & Nicholas Weaver, A Judicial Framework for Evaluating Network 
Investigative Techniques, LAWFARE (July 28, 2016, 10:17 AM), https://www.lawfareblog.com/judicial-
framework-evaluating-network-investigative-techniques [https://perma.cc/W79X-QB8Q] (discussing 
the FBI’s use of court authorized hacking to unmask the IP addresses of individuals using Tor in the 
Playpen investigation and noting that “[i]n the ‘Going Dark’ debate, lawful hacking is often posited as 
an alternative to encryption regulation”).  

47 See Ellen Nakashima, FBI Paid Professional Hackers One-Time Fee to Crack San Bernardino 
iPhone, WASH. POST (Apr. 12, 2016), https://www.washingtonpost.com/world/national-security/fbi-
paid-professional-hackers-one-time-fee-to-crack-san-bernardino-iphone/2016/04/12/5397814a-00de-
11e6-9d36-33d198ea26c5_story.html?utm_term=.f1c908694123 [https://perma.cc/P6HZ-QU9S] 
(discussing how the FBI hired professional hackers in order to obtain data from a suspected terrorist’s 
iPhone). 
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responding to the challenges posed by encryption. Indeed, when addressing 
possible measures to counter law enforcement challenges, several 
commentators argue that exploiting existing vulnerabilities in software and 
hardware is a preferred method, at least in comparison with those proposals 
that would: (1) require companies to build in new vulnerabilities into 
networks and mobile devices for purposes of facilitating law enforcement 
access that would also provide “access” to malevolent actors;48 or (2) 
compel companies to write and sign software that would circumvent 
security features purposely built into phones.49 The kind of additional 
oversight needed to address security issues raised by the increasing use of 
hacking by law enforcement to exploit existing vulnerabilities in software 
and hardware is not a settled matter. A VEP, however, is often raised as a 
necessary or at least a related component of such an oversight structure.50 

As previously mentioned, public information about the workings of the 
pre-January 20 VEP, and specifically about how equities are balanced 
under that regime, is limited. As part of a Freedom of Information Act 
(FOIA) request, however, the Electronic Frontier Foundation (EFF) was 
able to obtain a redacted document titled “Commercial and Government 
Information Technology and Industrial Control Product of System 
Vulnerabilities Equities Policy and Process” (CG/VEP).51 This document, 
dated February 16, 2010, essentially established U.S. government (USG) 
policy and responsibility for disseminating information about 
vulnerabilities discovered by the USG and its contractors or disclosed to 
the USG by the private sector or foreign allies.52 The policy extends to all 
government components, civilian and military, and includes government 
contractors.53 Moreover, the policy focuses upon vulnerabilities found in 
Government Off-The-Shelf (GOTS), Commercial Off-The-Shelf (COTS), 
or “other commercial information technology or industrial control products 
                                                                                                                          

48 See Bellovin et al., supra note 42, at 64 (“Instead of introducing new vulnerabilities to 
communication networks and applications, law enforcement should use vulnerabilities already present 
in the target’s communications device . . . we believe the technique is preferable for conducting 
wiretaps against targets when compared to other possible methods of wiretapping, like deliberately 
building vulnerabilities into the network or device, would result in less security.”). 

49 See The Encryption Tightrope: Balancing Americans’ Security and Privacy: Hearing Before 
the H. Comm. on the Judiciary, 114th Cong. 105 (2016) (statement of Susan Landau, Ph.D. Professor 
of Cybersecurity Policy, Worcester Polytechnic Institute) (“Rather than asking industry to weaken 
protections, law enforcement must instead develop[] the capability for conducting sophisticated 
investigations themselves.”).  

50 See, e.g., ENCRYPTION WORKING GROUP, supra note 41, at 11 (suggesting that in the next 
Congress the Committees should explore how “the different equities of different agencies [are] 
balanced in the Vulnerabilities Equities Process”). 
 51 COMMERCIAL AND GOVERNMENT INFORMATION TECHNOLOGY AND INDUSTRIAL CONTROL 
PRODUCT OR SYSTEM VULNERABILITIES EQUITIES POLICY AND PROCESS [hereinafter CG/VEP], 
https://www.eff.org/files/2015/09/04/document_71_-_vep_ocr.pdf [https://perma.cc/ZA9Z-TSMG]. 

52 Id. at 1.  
53 Id.  
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or systems (to include open-sources software)” and also pertains to 
“Industrial Control Systems (ICS) and associated systems such as 
Supervisory Control and Data Acquisition (SCADA) and Distributed 
Control Systems (DCS).”54 The CG/VEP specifically recognizes that 
SCADA and DCS have a “significant impact” upon the “reliability and 
safe operation of the Critical Infrastructure/Key Resources,”55 which 
should be read to include, at a minimum, the Energy Sector, the Dams 
Sector, the Chemical Sector, and the Communications Sector.56 

The policy for creating a VEP, as outlined in the CG/VEP, is driven by 
the overarching principle that “[d]iscovery of vulnerabilities in commercial 
information technology may present competing ‘equities’ for USG 
offensive and defensive mission interests.”57 Accordingly, the process it 
seeks to establish is meant to “ensure that [vulnerability] dissemination 
decisions . . . are made quickly, in full consultation with all concerned 
USG organizations, and in the best interest of USG missions of 
cybersecurity, information assurance, intelligence, counterintelligence, law 
enforcement, military operations, and critical infrastructure . . . .”58 While 
acknowledging that individual agencies and departments have recognized 
the competing equities at issue and developed individual processes for 
addressing the conflicts, the CG/VEP established a “comprehensive 
common policy and systematic process” for resolving competing equity 
issues across the USG that had not previously existed.59  

The VEP is best described as an interagency process run by the 
National Security Council (NSC), through which agencies who wish to 
delay or prevent disclosure of a zero-day vulnerability must argue their 
case,60 the merits of which are considered in the course of an examination 

                                                                                                                          
54 Id. 
55 Id. 
56 The 2015 DoD Cyber Security Strategy recognizes, for example, that a sophisticated actor 

could target an industrial control system (ICS). U.S. DEP’T OF DEF., THE DOD CYBER STRATEGY 2 
(2015), https://www.defense.gov/Portals/1/features/2015/0415_cyber-strategy/Final_2015_DoD_
CYBER_STRATEGY_for_web.pdf [https://perma.cc/M3ER-2DY2]. An ICS may be the control 
machinery for the kinds of systems identified by Presidential Policy Directive 21: Critical Infrastructure 
Security and Resilience. See Press Release, The White House, Presidential Policy Directive—Critical 
Infrastructure Security and Resilience (Feb. 12, 2013), https://obamawhitehouse.archives.gov/the-
press-office/2013/02/12/presidential-policy-directive-critical-infrastructure-security-and-resil 
[https://perma.cc/8JZH-7LDM] (laying out sixteen critical infrastructures sectors vital to the United 
States in physical security, economic security, and public health and safety). 

57 CG/VEP, supra note 51, at 1. 
58 Id.  
59 Id. at 2. 
60 See Schwartz & Knake, supra note 22, at 3 (explaining that a determination must be made 

about whether to “restrict” knowledge of vulnerabilities for “law enforcement” and “intelligence 
missions” or “disclosed in the national interest of improving cybersecurity” ). 
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of the competing equities invoked by retention and use versus disclosure.61 
The CG/VEP, a good portion of which is redacted, outlines various parts of 
the structure and procedures for the VEP, including: process 
considerations; identification of some of the participants; the threshold for 
entering the VEP; identification of NSA (and specifically its then 
Information Assurance Directorate)62 as the Executive Secretariat; 
notification and discussion procedures; a decision-making and an appeals 
process and dissemination of decisions; and oversight.63 According to the 
CG/VEP, the initial threshold for identifying a vulnerability as one that 
should be submitted to VEP is that the vulnerability be “both newly 
discovered and not publicly known.”64 These criteria are consistent with 
the idea that the VEP is focused on so-called zero-day vulnerabilities65 and 
is not meant to be a comprehensive program or strategy for all 
vulnerability discovery and disclosure in government and private systems 
and networks.66                                                               

As of the writing of this Article, the redacted CG/VEP remains the 
most detailed publicly available source document about the workings and 
structure of the pre-January 20 VEP process, providing some insight into 
the purpose and functioning elements of the VEP. Nevertheless, legitimate 
questions remain about how the equities are to be weighed relative to each 
other, and how retention and use versus disclosure decisions should 
ultimately be made. 

In January 2014 when the NSA denied knowledge of the then-recently 
revealed Heartbleed vulnerability and the White House acknowledged that 
the USG at times uses zero-day vulnerabilities for intelligence gathering 
and other purposes, the White House also indicated that the government’s 
policy reflects a “‘bias’ toward disclosure to vendors for patching rather 
than retention by the government . . . [unless] there is a ‘clear national 
security or law enforcement need.’”67 The April 2014 blog post written by 
                                                                                                                          

61 See id. at 1, 4 (arguing that there are circumstances “where retention of a zero day vulnerability 
by the government for law enforcement or national security purposes is justified, as long as there are 
clear limits on and adequate oversight of the decision to retain and use such a vulnerability,” and 
explaining how the original joint plan noted that the discovery of vulnerabilities “may present 
competing equities for [government] offensive and defensive mission interests”).  

62 Information Assurance is still a mission set of the NSA, but due to recent organizational 
changes, the Information Assurance Directorate no longer exists as a separate, distinct directorate. See 
Information Assurance, NAT’L SEC. COUNSEL CENT. SEC. SERV., https://www.nsa.gov/what-we-
do/information-assurance/ [https://perma.cc/A9F4-RLJ6] (last visited Mar. 1, 2017) (incorporating the 
Information Assurance Directorate within the general site for Information Assurance). 

63 CG/VEP, supra note 51, at 3–8.  
64 Id. at 5. 
65 For a definition of a zero-day vulnerability, see supra notes 23–24 and accompanying text. 
66 See Schwartz & Knake, supra note 22, at 5–6 (presenting limits to the VEP). For the origin of 

the VEP, including additional exclusion criteria, see id. at 4–11. 
67 Id. at 8 (citing David E. Sanger, Obama Lets N.S.A. Exploit Some Internet Flaws, Officials Say, 

N.Y. TIMES, Apr. 12, 2014, at A8). 
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Coordinator Daniel,68 which followed the earlier April 2014 statement 
from the White House, acknowledges that the “lean towards disclosure” 
policy is not governed by any “hard and fast rules.”69 Coordinator Daniel 
did, however, outline some of the factors considered, which include some 
very difficult questions: (1) Whether the vulnerability “if left unpatched[, 
would] pose a significant risk?”; (2) “How likely is it that someone else 
will discover the vulnerability?”; (3) “How likely is it that we would know 
if someone else was exploiting” the vulnerability?; (4) “How much harm 
could an adversary nation state or criminal group do with knowledge of the 
vulnerability?”; and (5) “Can the vulnerability be patched or otherwise 
mitigated?”70 These factors focus broadly on the risk of delayed or non-
disclosure of a zero-day vulnerability, that is, the potential for harm to 
information security and the scope and potential secondary or downstream 
effects from such harm. More specific considerations that may inform such 
a risk-based analysis are not known. Indeed, only a few additional 
characterizations of the analysis have surfaced: in a recent paper published 
in the Columbia Journal of International Affairs, researchers who 
interviewed high level government officials report that “[t]he president and 
his NSC staff were quite clear in their criteria: in general, a vulnerability 
should be disclosed and if the vulnerability represents a particularly high 
risk or is widespread in U.S. critical infrastructure, the decision should tilt 
even further towards disclosure.”71 This same paper cites the 2014 
confirmation testimony of Admiral Michael Rogers (now Director of the 
NSA)72 to the Senate Armed Services Committee, in which Rogers 
indicated that “[t]echnical experts document the vulnerability in full 
classified detail, options to mitigate the vulnerability, and a proposal for 
how to disclose it.”73  

In Section II of this Article, we argue that the Common Vulnerability 
Scoring System (CVSS) can and should be one element of the VEP risk 
analysis, since it provides an objective mechanism to assess the severity of 
vulnerabilities. Moreover, as a metric that could be discussed publically 
(even though individual zero-day vulnerabilities scored under the CVSS 
during VEP deliberations will likely remain private or classified), it will 

                                                                                                                          
68 Daniel, supra note 17. 
69 See id. (explaining how “disclosing vulnerabilities usually makes sense”). 
70 Id. 
71 Jason Healey, The U.S. Government and Zero-Day Vulnerabilities: From Pre-Heartbleed to 

Shadow Brokers, J. INT’L AFF. 1, 1 (2016), https://jia.sipa.columbia.edu/online-articles/healey_ 
vulnerability_equities_process [https://perma.cc/GQK5-9XTD]. 

72 Current Leadership, NAT’L SEC. COUNSEL CENT. SEC. SERV., 
https://www.nsa.gov/about/leadership/ [https://perma.cc/7KTP-9MD2] (last visited Mar. 1, 2017).  

73 Healey, supra note 71, at 5 (quoting Michael Rogers, Advance Questions for Vice Admiral 
Michael S. Rogers, USN, SENATE ARMED SERV. COMM. (Mar. 11, 2014), http://www.armed-
services.senate.gov/imo/media/doc/Rogers_03-11-14.pdf [https://perma.cc/B3JC-MQT6]. 
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add additional transparency into VEP decision-making and the analysis 
that informs those decisions. We are not the first to argue that more 
transparency about the workings of the VEP is needed.74 Indeed, several 
ideas for reform, some which focus on transparency, have been presented 
in earlier reports, one of which was written by two individuals, Ari 
Schwartz and Rob Knake, who were directors of cybersecurity policy at 
the National Security Council and thus presumably saw the VEP in 
operation first hand.75 The reforms offered by Schwartz and Knake cover a 
broad range of categories, including formalizing the VEP via Executive 
Order, requiring government-wide compliance with the VEP, and making 
public the high-level criteria used to determine whether to disclose or 
retain a zero-day vulnerability.76 Our focus in Section II is much narrower. 
We seek to illustrate one particular way that more efficiency and 
transparency can be brought to bear in a VEP, all while advancing a public 
discussion about the appropriate focus, kind of analysis, and balancing of 
equities that can reasonably be expected to take place in a VEP. 

II. THE COMMON VULNERABILITY SCORING SYSTEM (VERSION 3) AND 
HOW IT COULD ADD EFFICIENCY, FOCUS, AND TRANSPARENCY TO THE 

VEP  

As discussed in Section I, there is limited public knowledge about the 
specific types of considerations that inform VEP risk analysis. In this 
Section, we seek to advance the dialogue on how to reform the VEP by 
focusing on how use of an objective scoring system could add transparency 
to the VEP and sharpen the focus of its efforts upon questions concerning 
risk and harm to U.S. information security and infrastructure. Specifically, 
the VEP could use the CVSSv3 to evaluate the severity of vulnerabilities—
that is, the theoretical significance of any individual vulnerability’s threat 
to information security. The CVSSv3 is essentially an open framework for 
communicating the characteristics and severity of software 
vulnerabilities.77 More specifically, the CVSSv3 uses an objective metric 
called the base metric group, or base score, that assesses vulnerabilities 
based on eight different factors and then scores them on scale of 0 to 10, as 
follows: None (scored at 0), Low (0.1–3.9), Medium (4.0–6.9), High (7.0–

                                                                                                                          
74 See id. at 15–17 (recommending improvements in effectiveness and transparency in a variety of 

different ways); Schwartz & Knake, supra note 22, at 16 (“[T]ransparency will increase confidence in 
government decision-making.”).  

75 See Schwartz & Knake, supra note 22, at iv (“About the Authors”).  
76 Id. at 13–17.  
77 Common Vulnerability Scoring System, V3 Development Update, FIRST.ORG (June 10, 2015), 

https://first.org/cvss [https://perma.cc/HST9-93BX]. Initially all scores were calculated with a less 
sophisticated Common Vulnerability Scoring System (Version 2). Id. In June 2015, CVSS Version 3 
specifications were published. Currently, two versions are in use. Id. In the discussion that follows in 
this Part, we use Version 3 to score two vulnerabilities.  
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8.9), and Critical (9.0–10.0).78  
Determining the severity of a vulnerability is not, however, the only 

factor relevant to a risk calculation. The severity of a vulnerability only 
addresses a vulnerability in a theoretical fashion outside of the real-world 
environment where it exists and operates. In other words, the severity of a 
vulnerability is assessed separate and apart from other factors such as: (1) 
prevalence, that is, how many systems and users are affected by the 
vulnerability if exploited; (2) density, that is, the measure of the amount of 
information on a storage medium that would be exposed if the 
vulnerability were exploited; and (3) sensitivity, that is, what kind of data 
would be exposed if the vulnerability were exploited, to include what 
sectors could be affected. While it is beyond the scope of this Article to 
address all of the criteria that are relevant to risk analysis, we submit that 
having the VEP rely upon some common system(s) for assessing the 
severity of vulnerabilities will add transparency to the process and, more 
importantly, give the VEP some objective criteria to assist in prioritizing 
its efforts and developing a reform conversation around risk assessment. 
Again, we recognize that the CVSSv3 only addresses the severity of a 
vulnerability, which is only one element of the risk analysis that a VEP 
would consider when weighing offensive and defensive equities.  

In the remainder of this Part, we provide a more in-depth description of 
the CVSSv3and how it actually scores vulnerabilities. Using the CVSSv3, 
we then compare the scoring of two known vulnerabilities, Heartbleed and 
EXTRABACON in order to illustrate how the CVSSv3, though its base 
score calculation, assesses the severity of vulnerabilities. 

A. Components and Analysis of the CVSSv3 Base Score 

A CVSSv3 base score is composed of three high-level categories of 
metrics: exploitability; scope; and impact.79 As referenced in the graphic 
below,80 two of the three categories (exploitability and impact), are 
themselves comprised of a series of basic metric components. One of the 
high-level categories (scope), however, has no additional basic metric 
components.81 
                                                                                                                          

78 Common Vulnerability Scoring System v3.0: Specification Document, FIRST.ORG, 16 tbl.14 
[hereinafter CVSS v3.0 Specification Document], https://www.first.org/cvss/cvss-v30-specification-
v1.7.pdf [https://perma.cc/28LX-C4D2] (last visited Apr. 19, 2017). The Base Metric Grouping score, 
which falls in the range from 0.0 to 10.0, is the only required scoring component in the CVSSv3. Id. 
The additional scoring metric groups are the Temporal Metric Group and the Environmental Metric 
Group. Id. § 1.1. We do not address these metric groups further in this Article because they focus more 
on short term and tailored evaluations relevant to specific organizations rather than a long-term, holistic 
view that is more generally applicable to the discussion of patching vulnerabilities.  

79 CVSS v3.0 Specification Document, supra note 78, at 5.  
80 Id. at 5 fig.1.  
81 Id.  
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The overall base metric score is calculated by choosing a value 

(presented as two to four choices) for each of these metric components. 
The chosen values are then weighted by a mathematical formula that 
produces an overall base score.82 This overall base score is then scaled on a 
continuum ranging from none to critical.83 

The three high-level categories of metrics and the additional metric 
components that fall underneath them are defined and grouped as follows: 

(1) Exploitability Metrics “reflect the characteristics of the thing that 
is vulnerable.”84 In other words, each of the exploitability metrics 
“reflect[s] the properties of the vulnerability that [could] lead to a 
successful attack.”85 Exploitability metrics have four separate metric 
components:86 

a. Attack Vector: The attack vector describes the required network 
access that allows the attacker to interact with the vulnerable system.87 It 
reflects the complexity of interacting with the vulnerable system.88 At one 
end of the value scale, the more remote the device interacting with the 
vulnerable system, the higher the attack vector value.89 Conversely, on the 
other end of the scale, physical access to the vulnerable system results in 
                                                                                                                          

82 Further exploration of this mathematical equation is beyond the scope of this Article. For more 
information, see id. at 18 (“The Base Score is a function of the Impact and Exploitability sub score 
equations.”). 

83 See id. at 16 (displaying the range of base scores). 
84 Id. at 7 (emphasis added). 
85 Id. 
86 Id. at 7–9. 
87 Id. at 7. 
88 Id. 
89 Id. 
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the lowest attack vector value.90 The underlying theory informing this 
range of values is that a greater number of potential attackers could exploit 
a vulnerability accessed over the Internet than a vulnerability requiring 
physical access to a device.91 

b. Attack Complexity: The attack complexity describes those 
conditions “beyond the attacker’s control [, which] must exist in order to 
exploit the vulnerability.”92 Imagine, for example, an attack that is only 
possible during the first minute of every hour and the attacker has no way 
to change this condition. In this case, the complexity is high because the 
attacker must wait for that window of opportunity, which exists for only a 
brief time. If, however, there were no time constraints on the window of 
attack, the complexity of the attack, in this particular case, would be low.93 

c. Privileges Required: Privileges required describes the level of 
privileges to a system that an attacker must possess before successfully 
exploiting the vulnerability.94 Privileges are often expressed as level of 
access: none, user, and administrator (with administrator being the highest 
level of access).95 This metric accounts for the level of privileges required 
in two distinct ways: (1) whether privileges are required; and (2) if they are 
required, the level of privileges needed to exploit a vulnerability.96 The 
higher the level of privileges required, the lower the value of this metric.97 

d. User Interaction: User interaction represents “the requirement for a 
[third party], other than the attacker, to participate in the successful 
compromise of the vulnerable component.”98 In other words, this binary 
metric accounts for “whether the vulnerability can be exploited solely at 
the will of the attacker, or whether a separate user (or user-initiated 
process) must participate in some manner.”99 “This metric value is 
[highest] when no user interaction is required.”100 

(2) The Scope Metric, which has no additional metric components, is 
focused on what happens during the exploitation of a vulnerability.101 It 
addresses whether the “exploited vulnerability can affect resources beyond 
the authorized privileges intended by the vulnerable component.”102 If, for 
example, the exploitation of a vulnerability gives an attacker higher 
                                                                                                                          

90 Id. at 7–8. 
91 Id. at 7. 
92 Id. at 8. 
93 Id. 
94 Id. at 9. 
95 Id. 
96 Id. 
97 Id. 
98 Id. 
99 Id. 
100 Id. 
101 Id. at 10. 
102 Id. 
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privileges, then the scope of an attack has changed.103 The metric value is 
highest when a scope change will occur.104 

(3) Impact Metrics are focused on what happens during the 
exploitation of a vulnerability and measure the potential significance of a 
breach of information security.105 If none of these metric components are 
impacted during the exploitation of a vulnerability, then the overall CVSS 
base score is assessed as none.106 

a. Confidentially Impact: Confidentiality impact “measures the 
impact to the confidentiality of the information resources managed by a 
software component due to a successfully exploited vulnerability. 
Confidentiality refers to limiting information access and disclosure to only 
authorized users, as well as preventing access by, or disclosure to, 
unauthorized ones.”107 This metric value increases with the potential 
degree of loss of information, which is a function of both the amount of 
restricted information at risk and the value that data has to enable an 
attacker to gain additional capabilities on the vulnerable system or other 
systems.108 The classic example would be the loss of credentials; this kind 
of data would permit an attacker to exploit a system without the use of a 
vulnerability.  

b. Integrity Impact: Integrity impact “measures the impact to 
integrity of a successfully exploited vulnerability. Integrity refers to the 
trustworthiness and veracity of information.”109 If an attacker tampers, for 
example, with the content of the New York Times’s website, an attack on 
the integrity of information has occurred. This metric value increases with 
the potential to modify information in a system and the direct 
consequences that may result from such modification.110 In the case of an 
integrity attack on the New York Times, the ability for an attacker to change 
the date on a webpage would likely be scored with a lower value than the 
ability to change the content of a story.  

c. Availability Impact: Availability impact measures the impact to the 
availability of information on a system.111 An availability attack denies 

                                                                                                                          
103 Id. 
104 Id. 
105 See id. (“The Impact metrics refer to the properties of the impacted component. Whether a 

successfully exploited vulnerability affects one or more components, the impact metrics are scored 
according to the component that suffers the worst outcome that is most directly and predictably 
associated with a successful attack.”).  

106 See id. (“If a scope change has not occurred, the Impact metrics should reflect the 
confidentiality, integrity, and availability (CIA) impact to the vulnerable component.”). 

107 Id. 
108 Id at 10–11.   
109 Id. at 11. 
110 Id. 
111 Id. 
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access to information on a system.112An attacker who prevents a story on 
the New York Times’s website from loading on the website or from loading 
on a reader’s device has executed an availability attack. This metric value 
increases based on the amount of information affected and how long the 
denial of information persists.113 

 
This graphic illustrates the available value choices of each of the eight 

individual base score metrics in the CVSS:114 

1. CVSSv3 Base Score Analysis of Heartbleed 

As referenced in the Introduction, in April 2014 security engineers 
disclosed a bug they found in the popular OpenSSL cryptography software 
library.115 A hacker could exploit the vulnerability to steal information 
normally protected by the Transport Layer Security (TLS) protocol, which 
is used to secure communications over the Internet, “such as web, email, 
instant messaging (IM) and some virtual private networks (VPNs).”116 
More specifically, the bug “allows anyone on the Internet to read the 
memory of systems protected by the vulnerable versions of OpenSSL’s 
software,” thus creating a workaround to the security created by secret 
keys used to encrypt traffic, user names and passwords, as well as the 
content of both client-to-server and server-to-client communications.117  

The National Vulnerability Database (NVD)118 contains an assessment 

                                                                                                                          
112 Id. 
113 Id. at 11–12. 
114 Common Vulnerability Scoring System Version 3.0 Calculator, FIRST.ORG, 

https://www.first.org/cvss/calculator/3.0 [https://perma.cc/34M9-U52E]. This page includes an 
interactive vulnerability calculator. When all base values are selected, the box with the text “[s]elect 
values for all base metrics to generate score” will change to the appropriate numerical value with the 
subtitle of None, Low, Medium, High, or Critical. Id.  

115 See The Heartbleed Bug, supra note 1.  
116 Id.  
117 Id. 
118 The National Vulnerability Database is a government database that takes information from a 

private vulnerability dictionary, called Common Vulnerabilities and Exposures (CVE), and augments 
the information with additional analysis, to include scoring individual vulnerabilities under the CVSS. 
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of the Heartbleed using the CVSS base score methodology.119 The NVD, 
however, uses Version 2, not Version 3, of the CVSS to score Heartbleed 
and older vulnerabilities.120 With the introduction of CVSS Version 3, 
Heartbleed was scored as follows in a CVSS scoring example:121 

 Attack Vector: Network; the vulnerability is accessed through 
a network service, and therefore receives the highest attack 
vector value.122  

 Attack Complexity: Low; an attacker need only find a 
responsive, vulnerable webserver to mount an attack. The 
vulnerability therefore receives the highest attack complexity 
value.123 

 Privileges Required: None; “[a]n attacker requires no 
privileges to mount an attack.”124 The vulnerability therefore 
receives the highest privileges required value.125 

 User Interaction: None; “[n]o user access is required for an 
attacker to launch a successful attack.”126 The vulnerability 
therefore receives the highest user interaction value.127 

 Scope: Unchanged; “[t]he vulnerable component is OpenSSL 
which [itself] is integrated with the network service.”128 The 
attack produces “no change in scope” and, accordingly, the 
vulnerability has the lowest scope value.129 

 Confidentiality Impact: High; while there is not a total loss of 
confidentiality, the attack allows potential access to 
credentials that could present a direct, serious loss of 

                                                                                                                          
See U.S. Dep’t. of Homeland Sec., NVD FAQ Answers, NAT’L VULNERABILITY DATABASE, 
https://nvd.nist.gov/general/faq#eeabbb01-eb9f-488d-ac31-40a8b92c1473 [https://perma.cc/H9ET-
GZKA] (last visited Apr. 19, 2017) 

119 See U.S. Dep’t. of Homeland Security, CVE-2014-160 Detail, NAT’L VULNERABILITY 
DATABASE, https://nvd.nist.gov/vuln/detail/CVE-2014-0160?cpeVersion=2.2 [https://perma.cc/EMP8-
ALWS] (last visited Apr. 19, 2017). 

120 Id. 
121 Common Vulnerability Scoring System v3.0 Examples, FIRST.ORG, 1, 14–15 (2016), 

https://www.first.org/cvss/cvss-v30-examples_v1.3.pdf [https://perma.cc/QK2M-H5QL].  
122 Id. at 15. 
123 Id. 
124 Id. 
125 See Common Vulnerability Scoring System Version 3.0 Calculator, supra note 114 (selecting 

“None” from the options available under “Privileges Required”). 
126 Common Vulnerability Scoring System v3.0: Examples, supra note 121, at 15. 
127 See Common Vulnerability Scoring System Version 3.0 Calculator, supra note 114 (selecting 

“None” from the options available under “User Interaction”). 
128 Common Vulnerability Scoring System v3.0: Examples, supra note 121, at 15 (emphasis 

omitted). 
129 Id. 
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confidentiality (e.g., the attacker may be able to read the 
user’s password or obtain her private keys stored in the 
memory of the webserver).130 The vulnerability therefore 
receives the highest confidentiality impact value.131 

 Integrity Impact: None; “[n]o information can be modified by 
the attacker.”132 The attacker cannot change webserver data by 
exploiting the vulnerability. The vulnerability therefore 
receives the lowest integrity impact value.133 

 Availability Impact: None; the attacker cannot neither affect 
the availability of information on a vulnerable webserver nor 
disrupt the availability of the webserver itself.134 The 
vulnerability therefore receives the lowest availability impact 
value.135 

Overall, these factors combine to produce a base score of 7.5, which 
places Heartbleed into a high range of severity.136 For purposes of VEP 
consideration, when a vulnerability presented has a high or critical base 
score, the presumption, from a defensive (information security) 
perspective, weighs in favor of disclosure. Conversely, the offensive 
operator may find a vulnerability with a “high” or “critical” base score (if, 
of course, it could be exploited) to be extremely useful due to what such an 
exploit could facilitate on a vulnerable system. If the VEP deliberations 
begin from a defensive perspective, any agency that seeks to delay 
                                                                                                                          

130 Id. 
131 See Common Vulnerability Scoring System Version 3.0 Calculator, supra note 114 (selecting 

“High” from the options available under “Confidentiality”). 
132 Common Vulnerability Scoring System v3.0: Examples, supra note 121, at 15. 
133 See Common Vulnerability Scoring System Version 3.0 Calculator, supra note 114 (selecting 

“None” from the options available under “Integrity”). 
134 Common Vulnerability Scoring System v3.0: Examples, supra note 121, at 15. 
135 Common Vulnerability Scoring System Version 3.0 Calculator, supra note 114. With the 

interactive scoring calculator, the values must be selected as shown in the graphic to create the base 
score of 7.5 as shown above.  

136 See Common Vulnerability Scoring System v3.0 Examples, supra note 121, at 14.  
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disclosure may be required to make a compelling argument for the value or 
the potential value of the operational gains at issue, as well as the agency’s 
current or future need for the vulnerability to realize those gains, in order 
to prevail in delaying disclosure.  

To be clear, we are not suggesting that an agency would be unable to 
overcome a “defensive” presumption for disclosure. The base score should 
simply be viewed as an important indicator of the severity of a 
vulnerability and, therefore, of the potential harm to information security 
or U.S. infrastructure that could occur should the vulnerability be 
exploited.  

We want to stress that the base score does not, in and of itself, account 
for all elements of the risk analysis for delayed or non-disclosure of a 
vulnerability. As previously discussed, it does not, for example, take into 
account the prevalence,137 density,138 or sensitivity139 of the data at issue. 
The base score should nevertheless be a tool used in a VEP to signify the 
severity of the vulnerability at issue, and to assist with focusing the 
discussion on risk analysis. 

2. A CVSSv3 Base Score Analysis of EXTRABACON 

On August 15, 2016,140 a group calling itself “Shadow Brokers” 
released a series of files that included exploit code allegedly obtained from 
the Equation Group, which news reports have claimed is part of the NSA’s 
Office of Tailored Access Operation.141 One of these exploit programs, 

                                                                                                                          
137 What we are calling prevalence describes how many systems and users are affected by the 

vulnerability if exploited. In the case of Heartbleed, one way to discuss prevalence would be to 
determine how many vulnerable websites are in use and by how many users.  

138 What we are calling density describes a quantitative measuring of data at risk when the 
vulnerability is exploited. Density differs from the impact metrics of the CVSSv3 in that impact metrics 
address the confidentially, integrity, and availability as first-order effects of the vulnerability to the 
vulnerable system. Density addresses the second-order effects of the exploited vulnerability: that is, the 
amount of data at risk if a bank’s servers were exploited by Heartbleed, which includes the additional 
data on the webserver when “first-order” collection of credentials occur by an attacker exploiting 
Heartbleed.  

139 What we are calling sensitivity describes the kind of data at risk when a vulnerability like 
Heartbleed, for example, is exploited. In other words, what kind of system is at risk and what kind of 
data does it contain? The data contained in a bank’s webserver is likely more sensitive than the data 
contained in a weather website. A sensitivity analysis would also include the specific sectors that a 
vulnerability “touches.” For example, Heartbleed “touches” the financial services sector insofar as bank 
webservers are vulnerable to Heartbleed.  

140 Omar Santos, The Shadow Brokers EPICBANANA and EXTRABACON Exploits, 
CISCOBLOGS (Aug. 17, 2016), http://blogs.cisco.com/security/shadow-brokers 
[https://perma.cc/ML9N-M4PW]. 

141 See Is the Shadow Brokers Leak the Latest in a Series?, ELECTROSPACES.NET (Aug. 20, 2016), 
http://electrospaces.blogspot.com/2016/08/is-shadow-brokers-leak-latest-in-series.html 
[https://perma.cc/5QF5-PQ2D] (“Earlier this week, a group or an individual called the Shadow Brokers 
published a large set of files containing the computer code for hacking tools. They were said to be from 
the Equation Group, which is considered part of the NSA’s hacking division TAO.”); Bruce Schneier, 
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called EXTRABACON, highlighted a previously unreleased vulnerability 
that, on August 18, 2016, appeared in the National Vulnerabilities 
Database.142 EXTRABACON is a vulnerability that affects various Cisco 
Adaptive Security Appliances, which are “security device[s] that 
combine[] firewall, antivirus, intrusion prevention, and virtual private 
network (VPN) capabilities.”143 These devices are designed to “provide[] 
proactive threat defense that stops attacks before they spread through the 
network.”144 Through the use of a buffer overflow, EXTRABACON allows 
an unauthorized user to access the firewall and, among other things, 
deactivate the firewall’s security features, crashing the firewall. With any 
of the firewall’s security features partially or totally disabled, an attacker is 
one step closer to accessing that which is protected by the disabled 
firewall. In some instances, the achieved access to the network may be 
substantial, especially when there are no other layers of protection securing 
the network behind that firewall. Additionally, access to the firewall may 
allow the attacker to disrupt network traffic intended to travel through the 
firewall. 

The National Vulnerability Database145 contains the following 
assessment of the EXTRABACON using the CVSSv3 base score 
methodology:146 

 Attack Vector: Network; the vulnerability is accessed through 
a network service and therefore receives the highest attack 
vector value.147 

 Attack Complexity: Low; an attacker need only find a 
vulnerable firewall with the protocols enabling remote 
management to mount the attack. The vulnerability therefore 

                                                                                                                          
Major NSA Equation Group Leak, SCHNEIER ON SEC. (Aug. 16, 2016, 10:43 AM), 
https://www.schneier.com/blog/archives/2016/08/major_nsaequati.html [https://perma.cc/HB4Y-
G9ZS] (last visited Apr. 7, 2017) (analyzing the evidence suggesting why the leaked code can be 
attributed to the NSA).  

142 E.g., Santos, supra note 140 (referencing EXTRABACON in the Shadow Brokers leak); U.S. 
Dep’t of Homeland Sec., Vulnerability Summary for CVE-2016-6366, NAT’L VULNERABILITY 
DATABASE (Aug. 18, 2016), https://web.nvd.nist.gov/view/vuln/detail?vulnId=CVE-2016-6366 
[https://perma.cc/DRN5-TXRP]. The name “EXTRABACON” appears both in the National 
Vulnerability Database (NVD) and in Cisco’s blogpost, Santos, supra note 140, discussing the release 
of exploit by Shadow Brokers. For a definition of the NVD, see Common Vulnerability Scoring System 
v3.0 Examples, supra note 121. 

143 ITA Terms, Document, CISCO SUPPORT CMTY. (Jan. 27, 2013), 
https://supportforums.cisco.com/document/6161/asa [https://perma.cc/G6QY-478L]. 

144 What is the Cisco ASA?, CXTEC, https://www.cxtec.com/resources/blog/what-is-cisco-asa-
security-appliance/ [https://perma.cc/82MR-94VR] (last visited Mar. 3, 2017). 

145 See supra note 124. 
146 `CVE Vulnerability Summary, supra note 142. 
147 Common Vulnerability Scoring System v3.0: Specification Document, supra note 78, at 7.  
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receives the highest attack complexity value.148 

 Privileges Required: Low; an attacker requires some 
privileges to mount an attack. Specifically, the attacker needs 
access to two specific services on the vulnerable firewall to 
mount the attack. More specifically, the network needs to 
allow communications over two specific ports to 
communicate with the firewall in order to mount the attack. 
The vulnerability therefore receives a mid-level privileges 
required value.149  

 User Interaction: None; an attacker requires no user 
interaction to mount an attack. The vulnerability therefore 
receives the highest user interaction value.150 

 Scope: Unchanged; the vulnerable component is the firewall, 
which is integrated into the network. Exploiting the firewall 
itself does not lead to a change in scope and, accordingly, the 
vulnerability has a low scope value.151 

 Confidentiality Impact: High; a total loss of confidentiality 
can occur with respect to data in the form of configuration 
settings and administration credentials contained in the 
firewall. The vulnerability therefore receives the highest 
confidentiality impact value.152 

 Integrity Impact: High; a total loss of integrity can occur with 
respect to data in the form of the firewall’s configuration 
settings. Moreover, such configuration modification could 
allow a loss of data integrity with respect to data traveling 
through the firewall. The vulnerability therefore receives the 
highest integrity impact value.153  

 Availability Impact: High; a total loss of availability can 
occur with respect to functions of the firewall and all data 
traveling through a firewall. The vulnerability therefore 
receives the highest availability impact value.154  

                                                                                                                          
148 Id.  
149 Id. at 9.  
150 Id.  
151 Id. at 9–10.  
152 Id. at 10–11.  
153 Id. at 11.  
154 Id. at 11–12.  
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Overall, these factors combine to produce a base score of 8.8, which 
places it into a high range of severity.155 In addition to scoring individual 
vulnerabilities, the CVSSv3 base score allows us to understand the 
differences in vulnerabilities by comparing the characteristics of individual 
vulnerabilities as measured by the eight CVSSv3 metric components. This 
severity comparison even works with respect to vulnerabilities: (1) that 
may be unrelated in terms of the kinds and parts of systems they affect; and 
(2) whose exploits cause very different kinds of information security 
harms. Consider the fact that Heartbleed is a vulnerability affecting 
specific web servers, while EXTRABACON is a vulnerability within a 
specific vendor’s firewall products. The function and purpose of the 
software running on each of these IP-based devices operates very 
differently, although a detailed discussion of these differences is beyond 
the scope of this Article. 

A deeper analysis of these two vulnerabilities is best examined by 
comparing the CVSSv3 metric groups of exploitability and impact. In 
terms of exploitability, the only difference in the analysis of the two is that 
EXTRABACON requires more privileges to execute an exploit against the 
vulnerability, represented by the privileges required value of “low,” as 
compared to Heartbleed’s privileges required value of “none.” In terms of 
exploitability, as addressed by the exploitability metrics, Heartbleed rates 
higher due to the fact that it is more easily exploitable by an attacker. 
Conversely, EXTRABACON rates higher in the impact metric group, as 
the individual impact metrics values suggest: EXTRABACON can directly 
impact confidentiality, integrity, and availability, i.e. complete control of 
the device, while Heartbleed only impacts confidentiality. Although we 
have not gone into great detail about how the CVSSv3 base score equation 
weights the three different metric groups against each other, the scoring 
system only allows a maximum value of 3.9 for exploitability and 5.9 for 

                                                                                                                          
155 The scoring of EXTRABACON follows the same course and methodology as Heartbleed. We 

used the same CVSSv3 calculator, but the values for EXTRABACON yield a higher base score of 8.8, 
as shown.  
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impact when scope is unchanged.156 The difference in these maximums 
illustrate that the CVSSv3 base score reflects more concern with harms 
that result from the impact of a vulnerability over its ease of exploitability.  

The 7.5 base score of Heartbleed reflects an overall 3.6 impact value 
and 3.9 overall exploitability value. The 8.8 base score of EXTRABACON 
reflects an overall 5.9 impact value and overall 2.8 exploitability value. 
Thus, when comparing the base score numbers of EXTRABACON (8.8) 
and Heartbleed (7.5), it is important to recognize that the difference in base 
scores reflects the fact that the impact of a vulnerability is considered more 
potentially harmful than ease of exploitation.  

Both individual scores do, however, rate as “high” on the severity 
scale, which we would argue creates a presumption for disclosure from a 
defensive information security perspective. If an agency wanted to delay 
disclosure of the vulnerability, the VEP would consider whether the 
offensive equities presented by that agency, and possibly others, 
outweighed the risk of delayed or non-disclosure. Moreover, as we have 
previously discussed, risk analysis is not limited to the severity of a 
vulnerability—prevalence, density, and sensitivity of the data are 
additional relevant, but not comprehensive, considerations in a risk 
analysis. While the overall equities analysis may be complex, we believe 
that the CVSSv3 can assist with focusing VEP analysis and decision-
making on risk to U.S. information security and infrastructure that could 
occur if a vulnerability were retained for offensive use rather than 
disclosed. Our argument here is, however, only the beginning of the risk-
focused discussion.  

III. THE ETHICAL IMPERATIVE FOR A VULNERABILITY EQUITIES PROCESS 

As noted in the Introduction, as of January 20, 2017, the VEP may 
cease to exist: without its establishment in an executive order or 
codification in a statute, all the new Administration has to do to stop the 
process is decide not to call a VEP meeting.157 In Section I of this Article, 
we provided background on the pre-January 20 VEP and described its 
connection to current “Going Dark” policy debates. In Section II, we 
argued that a workable VEP should focus its efforts on efficient risk 
analysis and promote greater transparency by using the CVSSv3 to assess 
the severity of zero-day vulnerabilities. In this Section, we assert the 
existence of an ethical imperative for a vulnerability equities process. In 
                                                                                                                          

156 These maximum value scores for exploitability and impact are readily apparent when 
registering all values, the highest severity levels, with scope unchanged, in the CVSSv3 calculator. 
Common Vulnerability Scoring System Version 3.0 Calculator, supra note 114. When looking at a 
graph reflecting the highest severity scores for exploitability and impact, with scope unchanged, we 
observe the maximum values of 3.9 for exploitability and 5.9 for impact when scope is unchanged.  

157 See supra notes 28–29 and accompanying text. 
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many respects, the arguments for and against a VEP partake of the tensions 
that exist between offensive and defensive missions of the USG. In earlier 
times, our nation-state adversaries often used their own communication 
technologies and systems, so there was no real tension between exploiting 
vulnerabilities in their systems and protecting our own information security 
and critical infrastructure.158 Today, in a world of interconnected 
international communications networks, our catalogue of adversaries has 
expanded beyond nation-states to individual criminal hackers and hacking 
teams of domestic or foreign origin, all of which have the requisite 
capabilities to execute attacks, even if not always with the same level of 
sophistication as nation-state actors. Thus, as Admiral Rodgers explained 
in his 2014 confirmation testimony to the Armed Services Committee, our 
current digital environment requires different calculations: “[W]hen NSA 
decides to withhold a vulnerability for purposes of foreign intelligence . . . 
[we] will attempt to find other ways to mitigate the risks to national 
security systems and other U.S. systems.”159 

The most outspoken critics of the very existence of a VEP, or at least 
the pre-January 20 VEP, assert that “[it] is a deeply-flawed and 
problematic framework.”160 More specifically, Aitel and Tait charge that, 
for intelligence officers who must “manag[e] the offensive security 
process, the VEP injects uncertainty by requiring inexpert 
intergovernmental oversight of the actions of your offensive teams, [and] 
effectively subjects certain classes of bugs to time limits and eventual 
public exposure—all without any strategic or tactical thought governing 
the overall process.”161 In other words, Aitel and Tait argue that a VEP is 
destined unduly to hamper the offensive operator and process, due, among 
other things, to its inability to account for the capabilities required by the 
offensive operational force. Thus, for Aitel and Tait, whose arguments are 
singularly focused on the equities of those parts of the intelligence 
community that engage in intelligence collection and offensive operations, 
“the VEP is, inherently, harmful to intelligence operators,”162 which we 
understand to mean operators or agents pursuing intelligence collection, 
executing cyber operations, or obtaining evidence for a law enforcement 
                                                                                                                          

158 See Jason Healy, The U.S. Government and Zero-Day Vulnerabilities: From Pre-Heartbleed to 
Shadow Brokers, J. INT’L AFFAIRS, Nov. 2016, at 2 (“In the earlier days of signals intelligence, U.S. 
adversaries like the Soviet Union used their own communications technologies, so there were no 
significant tradeoffs involved.”). 

159 S. ARMED SERVS. COMM., 113TH CONG., Advance Questions for Vice Admiral Michael S. 
Rogers, USN (2014), https://www.americanrhetoric.com/speeches/PDFFiles/advanceqsadmrogers 
031114.pdf [https://perma.cc/78EM-D3NW]. 

160 Dave Aitel & Matt Tait, Everything You Know About the Vulnerability Equities Process Is 
Wrong, LAWFARE (Aug. 18, 2016, 2:46 PM), https://www.lawfareblog.com/everything-you-know-
about-vulnerability-equities-process-wrong [https://perma.cc/FTJ3-ER4R]. 

161 Id. 
162 Id. 
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investigation. We don’t discount some of the concerns raised by Aitel and 
Tait, and we appreciate the observations they make about a VEP and its 
capabilities. 

Indeed, as we have argued in Section II, VEP analysis and disclosure 
decisions cannot be driven solely by the severity of a particular 
vulnerability. Moreover, we take Aitel’s and Tait’s point that a better risk 
analysis would be informed by factual data about the tools and exploits 
used by our adversaries.163 Coordinator Daniel, in his description of the 
high-level factors that are part of the VEP, acknowledges this line of 
inquiry by posing the question, “[h]ow likely it is that someone else will 
discover the vulnerability?”164 Some new research about the likelihood of 
vulnerability re-discovery touches upon this question. One study from 
Harvard’s Belfer Center Cyber Security Project addresses an open dataset, 
which looks at estimating vulnerability rediscovery affecting three 
different vendors.165 In analyzing over 4,300 vulnerabilities, the Harvard 
report concluded, among other things, that, with respect to vulnerabilities 
in browsers, there was a 15–20% re-discovery rate, as assessed from data 
spanning the years of 2009–2016.166 Another study from the Rand 
Corporation, analyzing a closed dataset comprised of information affecting 
sixty-four vendors, examines the re-discovery rates of 207 exploits and the 
vulnerabilities they take advantage of, representing a range of 
categories/characteristics.167 It concludes, among other things, that: (1) 
“[e]xploits and their underlying vulnerabilities have a rather long average 
life expectancy (6.9),” that is, a vulnerability will maintain its zero-day 
“undiscovered” status for 6.9 years; and (2) “[f]or a given stockpile of zero 
day vulnerabilities, after a year, approximately 5.7 percent have been 
discovered by an outside entity.”168  

                                                                                                                          
163 Id. While we are unaware of any current, unified “prevailing expert opinion” in the 

intelligence community (IC) that “there is no clear evidence that Russian and Chinese operational zero 
days overlap with those of the US IC,” as Aitel and Tait assert without sourcing, we take the general 
point that the VEP should consider evidence about the tools and exploits used by our adversaries when 
conducting a risk analysis.  

164 Daniel, supra note 17. 
165 See Trey Herr, Bruce Schneier & Christopher Morris, Taking Stock: Estimating Vulnerability 

Rediscovery 1, 14 (BELFER CTR CYBER SEC. PROJECT, HARVARD KENNEDY SCH.), 
https://papers.ssrn.com/sol3/papers.cfm?abstract_id=2928758 [https://perma.cc/FWR9-X8PM] (listing 
Google and Mozilla browsers, the Google Android operating system and the OpenSSL project).  

166 Id. at 14. The report also concluded that “[t]he relatively long lag time between original 
disclosure and rediscovery, more than two months on average across data from Android and the 
Chrome browser, suggests that many rediscoveries are truly independent.” Id. at 33. In addition, the 
authors note that re-discovery rates are “substantially higher then previously seen,” and the report 
represents a “first effort . . . which attempts to bring some empirical work to bear on an issue of interest 
to both the research and policy communities.” Id.  

167 See ABLON & BOGART, supra note 24, at 11, 89, 97 (such categories and characteristics 
include “vulnerability type,” “platform affected” and “source type”). 

168 Id. at x. 
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While it is beyond the scope of this Article to engage in a 
comprehensive discussion of each of these reports or fully compare the 
two, it is worth noting that the Harvard study addresses many more 
vulnerabilities and the Rand report addresses a wider array of exploit 
categories or characteristics, relying on data that affects a broader selection 
of vendors.169 For these reasons and others, it is difficult to compare the 
reports in an “apples to apples” fashion and ultimately reconcile the 
differences in re-discovery rates.170 Both reports, however, do characterize 
the re-discovery issue as an important risk-based question in the ongoing 
VEP policy debate.171 As the Rand report observes, “[i]f both sides have 
the same stockpiles [of zero-day vulnerabilities], then some argue that 
there is little point to keeping them private—whereas a smaller overlap 
might justify retention. But without information on the overlap, or concrete 
metrics based on actual data, it is challenging to make a well-informed 
decision about stockpiling,”172 versus a policy process that may adopt a 
more defensive presumption.173  

In assessing the earlier referenced data and conclusions of these reports 
(and again, we do not attempt a comprehensive analysis or discussion of 
                                                                                                                          

169 See infra notes 176–79 and accompanying text. Since the release of the Rand and Harvard 
reports, researches have begun to critique some of the underlying data and methods of analysis used in 
these reports.  Among other things, these critiques suggest that the data sets used in the Rand and 
Harvard reports are too limited to be extrapolated to the larger vulnerability re-discovery problem set. 
See Analysis of the RANDom Report on Zero-days and Vulnerability Rediscovery, NOT JUST SEC., THE 
RIGHT SEC., https://www.riskbasedsecurity.com/2017/07/analysis-of-the-random-report-on-zero-days-
and-vulnerability-rediscovery/ (last visited July 27, 2017); Dave Aitel, Something is Very Wrong with 
the Belfer bug rediscovery paper, CYBERSECPOLITICS    
https://cybersecpolitics.blogspot.com/2017/07/something-is-very-wrong-with-belfer-bug.html (last 
visited July 27, 2017).  Herr, and Schneier, two authors of the Harvard Report, responded to Aitel’s 
critique: see, What You See is What You Get: Revisions to Our Paper on Estimating Vulnerability 
Rediscovery, LAWFARE, https://lawfareblog.com/what-you-see-what-you-get-revisions-our-paper-
estimating-vulnerability-rediscovery (last visited July 27, 2017). It is beyond the scope of this Article 
further to address the issues raised by these critiques. 

170 For discussion about the somewhat contradictory data resulting from these reports, see Blaze, 
infra note 182 and accompanying text. Herr, Schneier, and Morris discuss some of the difficulties in 
reconciling the results on the two reports. See Herr, Schneier & Morris, supra note 165, at 8 (“While 
the two papers are scoped to different ends, much of the distinction is likely attributable to differences 
in data sources and methodology.”). 

171 Herr, Schneier & Morris supra note 165, at 5 (“Rediscovery is an important issue for the 
cybersecurity community, perhaps most prominently in the debate over how government should 
balance the choice to keep secret or disclose vulnerabilities to software developers. ”); ABLON & 
BOGART, supra note 24, at iii (“There is an ongoing policy debate over whether the U.S. government—
or any government—should retain so-called zero-day software vulnerabilities or disclose them so they 
can be patched . . . . The debate of whether to retain or disclose these vulnerabilities is often fueled by 
how much overlap there might be between the zero-day vulnerabilities or exploits the U.S. government 
keeps and those its adversaries are stockpiling.”).  

172 ABLON & BOGART, supra note 24, at iii. 
173 The Rand report asserts, for example, that “[s]ince zero-day vulnerabilities have an average 

life expectancy of 6.9 years, and the overlap between what is disclosed publicly and what is found 
privately appears to be relatively small, offense may have an upper hand.” Id. at xiv. 
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them here), it is worth noting that they do not analyze actual datasets 
drawn from the re-discovery of zero-day vulnerabilities exploited by our 
adversaries.174 The Rand report analyzes the overlap between private or 
unknown exploits used by the U.S. government and other entities allied or 
aligned with the U.S. (labeled in the report as “private” and described as 
“Governments, defense contractors, exploit developers and vulnerability 
researchers”) and exploits that become public through various mechanisms 
(labeled in the report as “public” and described as vendors who find zero-
day vulnerabilities in their own products, bug hunters who receive bug-
bounty payouts, “zero-day subscription feed businesses,” and other kinds 
of organizations).175 The Harvard report analyzes zero-day vulnerability 
discovery overlap rates between independent parties from public and 
private sources; it does not make reference to or categorize data in terms of 
U.S. alliances, partnerships or adversaries.176 The authors of the Rand 
report acknowledge that, if possible, they would focus directly on the 
overlap between USG zero-day vulnerabilities and exploits and those used 
by our adversaries (identified as a different private “group” in the 
report).177 But, without the relevant data, all they can do is “infer what 
might be a baseline,” established from the overlap between the U.S. 
government-allied “group” and the “public” group and extrapolate that 
data to an overlap between the U.S. government-allied “group” and its 
adversaries, another private “group.”178 Accordingly, the Rand authors 
must acknowledge that such baseline “is a weak assumption, given that the 
composition, focus, motivation, and sophistication of the public and private 
groups [i.e,. the U.S. government-allied “group” and our adversaries 
“group”] can be fairly different, but these are the only data available at the 
time.”179 In other words, it is difficult to draw concrete extrapolations 
about the U.S. exploit/vulnerability overlap with its adversaries (two 
“private” groups), when the Rand data only addresses an overlap between a 
“public” and a “private” group.180  

Moreover, like a CVSSv3 base-score indicating the potential severity 
of a vulnerability, it is important to recognize that no individual metric 
either provides a sufficient predictive picture for purposes of risk analysis 
                                                                                                                          

174 Id. at 12; Herr, Schneier & Morris supra note 165, at 11–15 (describing their dataset without 
any specific reference to information pertaining to vulnerabilities found or exploited by adversaries to 
the United States). In Herr, Schneier, and Morris’ dataset, we don’t know who or what entity initially 
identified the vulnerability and “gave it” to the vendor or if the vendor found a vulnerability. We also 
do not know if the vulnerabilities represented in the Harvard data set were ever exploited.  

175 ABLON & BOGART, supra note 24, at 9–12. 
176 See supra note 174. 
177 ABLON & BOGART, supra note 24, at 10–12. 
178 Id. at 12. 
179 Id.  
180 Id. It would also be problematic to characterize all of our adversaries’ composition, focus, 

motivation, and sophistication as the same and make assumptions based on that overgeneralization.  



 

1582 CONNECTICUT LAW REVIEW [Vol. 49:1549 

or is determinative of whether any individual vulnerability will be re-
discovered and exploited.181 As computer scientist and security researcher 
Dr. Matt Blaze observes about the Rand and Harvard reports: 

 Unfortunately, the data so far is unsatisfying and somewhat 
contradictory. In Herr and Schneier's data, vulnerabilities 
were rediscovered relatively frequently and quickly; between 
15% and 22% of vulnerabilities are duplicated by at least one 
other person or group. But in Ablon and Bogart's data, fewer 
than 6% of zero-day vulnerabilities were rediscovered in any 
given year.  

This suggests (and intuition would probably agree) that no 
single simple factor predicts whether a vulnerability will be 
rediscovered. It's clearly a heavily non-uniform space, and 
we need to study it a lot more before we can make reliable 
predictions. And even then, no available data tells us how 
likely it is that a re-discovered 0-day will actually be fielded 
against us by an adversary. Unhappily for everyone (except 
perhaps for researchers like me), what we've learned is 
mostly that we need more research.182 

In the wake of recent discussions about how to improve the VEP, some 
of which question whether the VEP should exist at all,183 we see an 
opportunity to advance the dialogue by examining how the VEP can better 
focus its efforts on efficient risk analysis relating to U.S. information 
security and infrastructure when weighing the relevant equities, which 
includes making sure the process is informed by appropriate technical 
expertise. We are not, however, convinced that the very existence of a VEP 
where informed government officials focus on questions of risk to U.S. 
information security and infrastructure, while weighing the equities of 
delaying or preventing the disclosure of zero-day vulnerabilities, is so 
unduly harmful to SIGINT and other offensive missions as to render them 
extensively, much less comprehensively, ineffective. We do, however, 
acknowledge that a VEP could arrive at decisions about disclosure that 
make such activities more challenging. But we also must recognize that 
                                                                                                                          

181 Id. at x (“Our data did not indicate that there are any vulnerabilities that are ‘stronger’ or 
‘weaker’ than others in terms of resilience to being discovered and disclosed. It may be most efficient 
and cost-effective to develop an exploit for whatever vulnerability is easiest to find or whatever 
vulnerabilities are most effective.”).  

182 Matt Blaze, When Should the Government Disclose “Stockpiled” Vulnerabilities?, MATT 
BLAZE’S EXHAUSTIVE SEARCH (Mar. 10, 2017),  http://www.crypto.com/blog/between_immediately 
_and_never/ [https://perma.cc/VE4A-SCRP] (commenting on what two recent reports about the re-
discovery of vulnerabilities should tell us about whether or not the U.S. government should stockpile 
zero-day vulnerabilities).   

183 See Aitel & Tait, supra note 160. 
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disclosure to appropriate vendors, which could strengthen the USG 
defensive mission, does not necessarily or immediately impair the capacity 
(tools and techniques) of a particular offensive mission. Only after the 
vendors make the patch and “defenders” (which includes anyone who has 
rights to apply the patch and can include ordinary people patching their 
own devices) apply it, will any degradation in operational capacity occur. 
In other words, if a vulnerable system is left unpatched, the vulnerability is 
still ripe for exploitation. Our approach and perspective is not simply to 
make the environment more hospitable to offensive operations but, rather, 
to make sure there is appropriate oversight and accountability for activities 
that involve the USG’s exploitation of vulnerabilities in the systems, 
products, and infrastructure used by Americans (including USG systems) 
and owned by American companies. 

Consider Heartbleed and EXTRABACON, two vulnerabilities that 
affect webservers and firewalls respectively, both of which receive high 
CVSSv3 base scores, thus indicating a high degree of severity attributable 
to each.184 As we have stated, the severity of a vulnerability is only one 
element of risk analysis and, accordingly, only the beginning of an equities 
balancing discussion were an agency to seek to delay or prevent disclosure 
of such vulnerabilities.185 When Heartbleed was discovered by security 
researchers and ultimately made public after a patch had been developed, 
the NSA and Coordinator Daniel made public statements indicating that 
the USG was unaware of its existence.186 As we noted in the Introduction, 
Heartbleed had the capacity to undermine the trust users place in all 
Internet-based interactions, communications and transactions.187 Sensitive 
information that a user reasonably believes is protected can be broadcast to 
any number of actors outside of the intended circle of recipients.188 But, we 
also recognize that Heartbleed is a potentially useful vulnerability to the 
FBI if it were, for example, investigating newly discovered child 
pornography websites on the dark web, to which agents have no access and 
thus cannot view anything within the protected system. With knowledge of 
the (vulnerable) website’s location (perhaps garnered from an earlier part 
of the investigation or from a different investigation), agents could exploit 
Heartbleed by sending the malicious “heartbeat” packets that would 
produce a response disclosing confidential information from the system’s 
memory, such as user credentials. With these credentials, law enforcement 
would have the ability to log into the system and collect additional 
information for purposes of pursuing the investigation.  

                                                                                                                          
184 See supra Section II. 
185 Id. 
186 See supra notes 17–21 and accompanying text. 
187 See supra note 10 and accompanying text. 
188 See supra Introduction. 
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We appreciate that the FBI may, under certain circumstances, want to 
delay or prevent disclosure of such a useful vulnerability. That an agency 
or individual law enforcement officer who is given the mission of 
investigating child pornography websites desires to delay or prevent the 
disclosure of a capability as useful as Heartbleed should come as no 
surprise and is, in fact, a reasonable request when viewed only in the 
context of that mission. It should not, however, be the job of that individual 
investigator, or one left solely to the discretion of the FBI or other law 
enforcement agency, to decide whether disclosure of the zero-day 
vulnerability should be delayed or prevented. There are significant 
competing equities at stake that demand analysis and review—not only 
those of the “users” who exploit a vulnerability (which may be more than 
one entity exploiting or planning to exploit a specific vulnerability), but 
also those of the agencies in the USG who focus on network defense and 
information assurance, along with those of other organizations who 
consider the interests of private U.S. businesses and consumers as part of 
their mission. 

Moreover, when a vulnerability is discovered “in the wild,” it is the 
company that owns the product or service, not the USG, that is responsible 
for developing and distributing a patch, often under circumstances that are 
so time sensitive that they could require additional labor or repurposing the 
workforce to focus on a security problem. In a November 2016 Mozilla 
Security blog post, Daniel Vediz, Principal Security Engineer at Mozilla, 
describes receiving code for an exploit that took advantage of a previously 
unknown vulnerability in the Firefox browser.189 While Mozilla worked to 
develop a patch for the vulnerability, the exploit was “posted to a public 
Tor project mailing list by another individual.”190 The exploit enabled the 
attacker to identify information that was, from a technical perspective, 
intended to be anonymized.191 According to Vediz, based on his 
examination of an FBI affidavit, the “discovered” exploit worked 
essentially in the same way as one used by the FBI to deanonymize Tor 
users.192 While Vediz acknowledges that he does not know for sure if the 
exploits are the same (he assumes they take advantage of the same 
vulnerability), the possibility that they are identical illustrates the principle 
that when the USG uses an exploit, it may not be the only party with 
knowledge or possession of the exploit and vulnerability.193 We assume it 

                                                                                                                          
189 Daniel Veditz, Fixing an SVG Animation Vulnerability, MOZILLA SEC. BLOG (Nov. 30, 2016), 

https://blog.mozilla.org/security/2016/11/30/fixing-an-svg-animation-vulnerability/ [https://perma.cc/
K3C8-BW4T]. 

190 Id. 
191 Id. 
192 Id. 
193 Id. 
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is highly unlikely that Mozilla received notice of the exploit or 
vulnerability from the USG. What we do not know is whether the FBI 
submitted the vulnerability to the VEP. But, if the exploits are the same, 
this example demonstrates “how supposedly limited government hacking 
can become a threat to the broader Web” insofar as an exploit deployed by 
a government agency could also be disseminated publicly, thus facilitating 
the potential attack of innocent Firefox users by a third party.194 Our 
broader point does not endorse the a priori presumption that the FBI should 
be prevented from using such an exploit but, rather, that a process needs to 
exist for weighing the equities of delaying disclosure against facilitating its 
use.  

EXTRABACON195 may further illustrate one aspect of the danger of 
uncritically taking a “nobody but us” or “NOBUS” position—that is, 
assuming by default that we (the USG) are the only ones capable of 
developing, acquiring, and using a capability. Some have suggested that 
EXTRABACON was an NSA exploit.196 We have no information outside 
of what exists in the public realm to ascertain whether or not this assertion 
is true. But, for the sake of argument, let’s assume that EXTRABACON 
was exclusively a USG exploit. This assumption means that the USG 
exploit was acquired by Shadow Brokers and publicly released. Cisco has 
indicated that it was unaware of the vulnerability prior to its public 
disclosure.197 EXTRABACON may therefore demonstrate that it is nearly 
impossible to keep an exploited vulnerability “under wraps” and 
exclusively visible to USG eyes forever. Here again, we are not suggesting 
that the USG should be prohibited from exploiting a vulnerability like 
EXTRABACON but, rather, due to the fragility of the NOBUS concept, 
that a process must exist to weigh the equities and to revisit delayed 
disclosures if or when it is discovered that our adversaries acquire and use 
exploits developed by the USG. 

A more recent example of the fragility of the NOBUS concept, and of 
the inherent danger of uncritically accepting its authority, is the public 

                                                                                                                          
194 Id. 
195 As we discussed in Section III, the name EXTRABACON refers to a vulnerability and the 

exploit developed to use against it.  
196 See supra note 141 and accompanying text. 
197 See Cisco Event Response Page, Doc ID: ERP-56516, CISCO (Aug. 17, 18:50 GMT), 

https://tools.cisco.com/security/center/viewErp.x?alertId=ERP-56516 [https://perma.cc/PNF3-3UF3] 
(“On August 15, 2016, Cisco was alerted to information posted online by the alleged Shadow Brokers 
group, which claimed to possess disclosures from the Equation Group. The posted materials included 
exploits for firewall products from multiple vendors. The Cisco products mentioned were the PIX and 
ASA firewalls.”). Healey suggests that the Shadow Broker-released exploits “were all from 2013 and 
would not have gone through the [pre-January 20 White House-VEP-driven] process.” Healey, supra 
note 71, at 2. 
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release of alleged CIA zero-day vulnerabilities and exploits198—in this case 
by WikiLeaks.199 Here again, it appears that an adversarial third party 
gained possession of USG “hacking tools” that were presumably 
“unknown” to the outside world, including vendors responsible for the 
relevant products. One reported description of some of the leaked 
information indicates that “[t]he Wikileaks documents described how the 
Central Intelligence Agency had learned more than a year ago how to 
exploit flaws in Cisco's widely used Internet switches, which direct 
electronic traffic, to enable eavesdropping.”200 Following the WikiLeaks 
disclosures, “Senior Cisco managers immediately reassigned staff from 
other projects to figure out how the CIA hacking tricks worked, so they 
could help customers patch their systems and prevent criminal hackers or 
spies from using the same methods . . . .”201 Thus, to thwart the actions of 
an adversarial third party leaking alleged USG zero-day vulnerabilities and 
exploits, a U.S. company has to respond in emergency mode, re-directing 
resources and having employees work “around the clock” to protect the 
information security of their customers.202 Generally speaking, this kind of 
burden upon companies is probably not something that can be completely 
mitigated in every circumstance if we accept the necessity of offensive 
operations and the goals towards which such capabilities are directed. But, 
from an ethical perspective, we can ensure that a system is in place to 
weigh the equities of preventing or delaying disclosure, thereby making the 
government more accountable for its decisions. 

CONCLUSION 

The tradeoffs inherent in the disclosure of zero-day vulnerabilities 
versus their retention, exploitation, and delayed disclosure partake of the 
tensions that exist between the offensive and defensive missions of the 
USG, as well as the defense of private networks and infrastructure. In this 
Article, we have asserted the ethical imperative for a VEP. Specifically, we 
have argued that, when the USG must exploit the products and systems 
used by Americans and American companies, government accountability 
requires a government-wide process where the equities for delayed or non-
                                                                                                                          

198 Again, we have no knowledge, outside of what exits in the public realm, to determine whether 
or not the WikiLeaks disclosures are actual USG “hacking tools.” For the sake of argument and 
discussion, we assume that they are. 

199 Joseph Menn, A Scramble at Cisco Exposes Uncomfortable Truths About U.S. Cyber Defense, 
REUTERS (Mar. 30, 2017), http://www.reuters.com/article/us-usa-cyber-defense-idUSKBN17013U 
[https://perma.cc/32MN-2RAK]. 

200 Id. 
201 Id. 
202 See id. (“The Cisco engineers worked around the clock for days to analyze the means of attack, 

create fixes, and craft a stopgap warning about a security risk affecting more than 300 different 
products, said the employees, who had direct knowledge of the effort.”). 
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disclosure of zero-day vulnerabilities are weighed against those for their 
disclosure. In the service of focusing that process more acutely upon risk 
analysis, we’ve argued that the VEP should rely on established metrics, 
specifically the CVSSv3, to sharpen its understanding of the severity of 
vulnerabilities, and to promote increased transparency into VEP decision 
making. The severity of any individual vulnerability is, of course, only the 
beginning of a risk-focused discussion. We believe that future efforts at 
VEP reform should, among other things, foster dialogue about how, in 
considering the defensive equities at stake, to focus the VEP most 
effectively on risk analysis, which, at a minimum, includes a framework 
that attempts to address the severity, reach, density, and sensitivity of data 
at risk. Reports from the Rand Corporation and the Harvard’s Belfer 
Center Cyber Security Project, which provide some of the first research on 
vulnerability re-discovery, further develop and advance the discussion 
about risk analysis. 

During the final editing stages of this Article, breaking news reports 
documented a worldwide ransomware attack called WannaCry, which first 
struck systems on May 12, 2017.203 This attack infects a vulnerable system 
with malware that then encrypts data on a storage medium, generally a 
hard drive.204 The user is then informed that his files are locked and that he 
must pay a fee in Bitcoin to unlock the data.205 Early news reports 
attributed the attack to North Korea.206 The exploit used in the WannaCry 
attack can be traced back to an April 14, 2017 leak by the Shadow Brokers. 
As characterized by the New York Times, “[i]n April, when the Shadow 
Brokers dumped dozens of the agency’s [NSA] software exploits on the 
web, free to criminals and foreign spies alike, the clock began ticking 
toward inevitable calamity.”207 And “calamity” did, in fact, arrive in the 
form of a series of second-order effects impacting the public and private 
sector: among other examples, doctors at British hospitals and other 
                                                                                                                          

203 Russell Goldman, What We Know and Don’t Know About the International Cyberattack, N.Y. 
TIMES (May 12, 2017), https://www.nytimes.com/2017/05/12/world/europe/international-cyberattack-
ransomware.html. 

204 What You Need to Know About the WannaCry Ransomware, SYMANTEC (May 12, 2017), 
https://www.symantec.com/connect/blogs/what-you-need-know-about-wannacry-ransomware 
[https://perma.cc/TAV5-USL6]. 

205 Goldman, supra note 203. 
206 Nicole Perlroth and David E. Sanger, In Computer Attacks, Clues Point to Frequent Culprit: 

North Korea, N.Y. TIMES (May 15, 2017), https://www.nytimes.com/2017/05/15/us/nsa-hacking-
shadowbrokers.html?action=click&contentCollection=U.S.&module=RelatedCoverage&region=Margi
nalia&pgtype=article (“Intelligence officials and private security experts say that new digital clues 
point to North Korean-linked hackers as likely suspects in the sweeping ransomware attacks that have 
crippled computer systems around the world. The indicators are far from conclusive, the researchers 
warned, and it could be weeks, if not months, before investigators are confident enough in their 
findings to officially point the finger at Pyongyang’s increasingly bold corps of digital hackers.”).  

207 Scott Shane, Malware Case Is Major Blow for the N.S.A., N.Y. TIMES (May 16, 2017), 
https://www.nytimes.com/2017/05/16/us/nsa-malware-case-shadow-brokers.html?_r=0. 
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medical facilities were blocked from gaining access to patient files, which 
required some emergency rooms to divert patients208 and some hospitals to 
reschedule patient surgeries.209 FedEx also experienced system interference 
due to the WannaCry attack.210  

The particular exploit at issue in the WannaCry attack, called 
ETERNALBLUE exploits a vulnerability in a file-sharing protocol used by 
Microsoft called Server Message Block (SMB).211 Microsoft, however, 
issued a patch for the vulnerability on March 14, 2017,212 predating the 
actual unauthorized disclosure by Shadow Brokers. Nevertheless, the patch 
issued by Microsoft in March 2017 was not applied by all companies or 
entities with vulnerable systems and, as previously discussed, some of the 
reported consequences were extremely serious.  

While we are unable to address ETERNALBLUE and the WannaCry 
attack in any great detail (indeed, not all of the relevant facts are yet 
known), the facts to date demonstrate that the availability of a patch is only 
the beginning of a remediation process. For a patch to protect a system, it 
has to be applied. When the patch is not applied, the system is still 
vulnerable and can be exploited by myriad actors. Moreover, whether or 
not a company or entity chooses to patch immediately is a complex choice 
involving considerations of how best to maintain system functionality (and 
hence business operations) while improving system security. As computer 
scientist and security researcher Dr. Steve M. Bellovin explains: 

[P]atching is very hard and very risk[y], and the more 

                                                                                                                          
208 Goldman, supra note 203. 
209 David E. Sanger et al., Ransomware’s Aftershocks Feared as U.S. Warns of Complexity, N.Y. 

TIMES (May 14, 2017), https://www.nytimes.com/2017/05/14/world/europe/cyberattacks-hack-
computers-monday.html. 

210 WATE 6 On Your Side Staff, FedEx hit by ‘WannaCry’ Ransomware, WATE (June 1, 2017), 
http://wate.com/2017/05/15/fedex-hit-by-wannacry-ransomware/ [https://perma.cc/U7FM-6ZPY]. 

211 John Leyden, WannaCrypt Ransomware Snatches NSA Exploit, Fscks over Telefónica, Other 
Orgs in Spain, REGISTER (May 12, 2017), https://www.theregister.co.uk/2017/05/12/spain_ransomware
_outbreak/ [https://perma.cc/72YC-C5SL]. 

212 Brad Smith, The Need for Urgent Collective Action to Keep People Safe Online: Lessons from 
Last Week’s Cyberattack, MICROSOFT ON THE ISSUES (May 14, 2017), https://blogs.microsoft.com/on-
the-issues/2017/05/14/need-urgent-collective-action-keep-people-safe-online-lessons-last-weeks-
cyberattack/#sm.0001q8g7v118aexry6r232me2s6f2 [https://perma.cc/A85H-EZSZ]. Moreover, the 
vulnerability that the WannaCry attack exploits was documented in the CVE on September 9, 2016. See 
COMMON VULNERABILITIES AND EXPOSURES, https://www.cve.mitre.org/cgi-
bin/cvename.cgi?name=CVE-2017-0144 [https://perma.cc/8TEK-V93G]; see also Sean Berry, 
WannaCry: CVE-2017-0144, MS17-010 on SecOps Response, BMC: COMMUNITIES (May 13, 2017), 
https://communities.bmc.com/community/bmcdn/secops-response-service/blog/2017/05/13/wannacry-
cve-2017-0144-ms17-010-on-secops-response [https://perma.cc/WK7L-S55B] (“So, CVE-2017-0144 
https://nvd.nist.gov/vuln/detail/CVE-2017-0144, a vulnerability that was identified about two months 
ago (published Mar 16 2017), is now being widely exploited in the wild, most visibly impacting 
hospitals in the UK’s National Health Service to the point that they’ve had to redirect incoming patients 
to other facilities.”). 
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complex your systems are, the harder and riskier it is. . . .  
Microsoft—and they're probably the best in the business at 

this—devotes a lot of resources to testing patches. But they 
can't test every possible user device configuration, nor can 
they test against every software package, especially if it's 
locally written. . . . The inevitable result is that on occasion, 
these well-tested patches will break some computers. 
Enterprises know this, so they're generally slow to patch. . . . 
Enterprises often face a stark choice with security patches: 
take the risk of being knocked off the air by hackers, or take 
the risk of knocking yourself off the air. The result is that 
there is often an inverse correlation between the size of an 
organization and how rapidly it installs patches. This isn't 
good, but with the very best technical people, both at the OS 
vendor and on site, it may be inevitable.  

To be sure, there are good ways and bad ways to handle 
patches. Smart companies immediately start running patched 
software in their test labs, pounding on it with well-crafted 
regression tests and simulated user tests.213 

In response to the WannaCry attack, Microsoft’s President and Chief 
Legal Officer, Brad Smith, argued that “[t]he governments of the world 
should treat this attack as a wake-up call. . . . We need governments to 
consider the damage to civilians that comes from hoarding these 
vulnerabilities and the use of these exploits.”214 While we don’t disagree 
that a VEP is needed to balance offensive and defensive equities, it should 
be noted that, however it became aware of the vulnerability exploited by 
the WannaCry attack, Microsoft had issued a patch before the Shadow 
Brokers leak on April 14, 2017 and before another third party weaponized 
the leaked exploit. But, as illustrated from the “fallout” of the WannaCry 
attack(s), a VEP is only one element of a complex set of strategies to 
secure our systems. While the VEP can provide a venue for balancing 
offensive and defensive equities, public and private IT resources and 
priorities will ultimately determine the capacity to mitigate damages, even 
when a vulnerability is disclosed and a patch is distributed. 
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